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Moore law has come to an end. This is in extreme synthesis 
the message provided by the most recent ITRS roadmap. In a 
recent commentary on Nature (Nature 530, 
144–147 - 11 February 2016) M. Mitchell 
Waldrop anticipated that “Next month, the 
worldwide semiconductor industry will formally 
acknowledge what has become increasingly obvious 
to everyone involved: Moore's law, the principle that 
has powered the information-technology revolution 
since the 1960s, is nearing its end.” Since the 1990s 
it has been customary, for the semiconductor industry 
to release a research road map every two years to indicate 
to the manufacturers and suppliers the path to follow. This 
is what was usually called “More 
Moore” strategy. This has come 
to an end due to the 
increasingly important 
role of the heat generated 
during computation. 
Finally the issue of energy 
dissipation in ICT has become the topic to be 
seriously addressed in order to develop future ICT.  
Now what? Now it is time for those who have ideas to step in and 
propose new computing paradigms, new devices, and new concepts. 
This is not the end but it is just the start of a new era. Now it is time 
for a “More than Moore strategy”. (L.G.)  
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The first year of PROTEUS 
 

On Jan 22nd and 23rd, 2016 the Proteus General 
Assembly for the conclusion of the 1st year of the 
project has been hosted by NiPS Laboratory at 
the Department of Physics and Geology at 
University of Perugia.  

The first year of the project has just concluded 
and the consortium met in Perugia to review the 
progresses and prepare the 1st project review 
meeting to be held in Brussels by the end of 
March. 

The design of all the sub-systems of the wireless 
sensor node has been successfully delivered. 

Now we start the fabrication stage of the first 
version of the self-powering wireless node. In 
this occasion, NiPS research group presented the 
water test bench along with the first 
demonstrator of water flux energy harvester 
based on piezoelectric materials and turbulence 
vortex.  

We are very excited to fasten the 
implementation and to improve the generator 
prototype in order to have a full working self-
powered wireless node to test in real water 
networks in July. 

 
 

More info at http://www.proteus-sensor.eu/ 

 

 

  
Workshop:                    Impact ICT-Energy consumption 
The workshop will take place on April 22, from 10:00 to 17:00 in Brussels (Fondation Universitaire, Rue 
d'Egmont  11, Room Francqui). It is organized by ICT-Energy C.A. (http://www.ict-energy.eu/) with the support 
of the European Commission. 
We will discuss the state of the art in the energy consumption in ICT by addressing the needs, rationales and 
means to develop innovative approaches in this field, and will verify the coverage of the next European 
research programme compared with industrial needs, emerging technological trends and new scientific 
insights. The objective of the workshop is to exchange views and experiences in a restricted panel of high-level 
scientific and technical experts, and to inform and advice the European Commission on the strategic directions 
needed for efficient ICT research, development and innovation. Experts will come from academia, research 
centers, SME and industries. 

This project has received funding from the European Union’s H2020 
Programme for research, technological development and 
demonstration under grant agreement No 644852.
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Open consultation on the next  
FET Proactive Horizon 2020 Work Programme 

 
 

If you have a great novel vision for a future technology, 
then the European Commission is waiting for you.  

A new open consultation for FET Proactive, aimed at 
stimulating the technological breakthroughs that will 
bring about radical change in the future, is now open. 

This consultation is thought within the preparation of 
the FET Work Programme for the period 2018-2020 of 
Horizon 2020 and, specifically, for the FET Proactive scheme. 

Your contributions will allow the FET programme to explore the most promising directions for future 
science and technology by funding far reaching collaborations that cross the boundaries between 
disciplines in order to break new technological grounds. 

Try to contribute with your idea visiting this page: https://ec.europa.eu/futurium/en/content/fet-
proactive    Deadline: 30 April 2016. 

For further information, please look at the following link http://bit.ly/H2020consult.  

 

 

 
The NiPS Lab – Noise in Physical Systems 
(www.nipslab.org) – at the Physics Department 
of the University of Perugia (Italy) organizes the 
first edition of the international contest 
“Students vs. ICT”. 

The contest arises from the European project 
“ICT-Energy”, coordinated by the NiPS Lab and 
funded by the European Commission through the 
Seventh Framework Program. One of the aim of 
the “ICT-Energy” coordination action is to 
increase the visibility of “ICT-Energy” related 
initiatives to the scientific community, to 
specific industries and to the public at large 
through exchange of information, dedicated 
networking events and media campaigns. An 

introductory video to the “ICT-Energy” 
coordination action can be found at 
https://youtu.be/-mzp-s4bfP4. 

The goal of the contest is to get the schools 
involved in promoting and attracting interest in 
the “ICT-Energy” themes, especially for what 
concerns the reduction of the energy 
consumption in the ICT devices. In fact, if it’s 
extremely clear the importance of the ICT sector 
both in economics and everyday life, likewise it’s 
evident how many efforts have still to be done in 
order to create devices energetically more 
efficient. In this framework all the students of 
European high schools are invited to submit their 
work to take part to this great contest. The 
application is free of charge. Find here the call 
text and the application form: www.ict-
energy.eu/studentsvsict 

Please follow our Facebook page: 
https://www.facebook.com/studentsvsict/ 

Please follow our Google+ 
community: https://goo.gl/O6W4N2 
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Summer School 2016 
ICT-Energy: Energy consumption in future ICT devices 

 
Aalborg (DK) - August 13-16, 2016 

 

 
 

The school, supported by European Commission under the FET Proactive Coordination Action 
ICT-Energy (www.ict-energy.eu), is open to graduate students, post-docs, young researchers, 
and in general to all scientists interested in the physical foundations and practical applications 
of energy management in computing processes. 

Info and application at: http://www.nipslab.org/summerschool2016 
 

Science Conference 
ICT-Energy 2016: energy efficiency and sustainability in ICT" 

 
Aalborg (DK) - August 16-19, 2016 

 
The Science Conference is supported by European Commission under the FET Proactive 
Coordination Action ICT-Energy (www.ict-energy.eu). 
 
Conference Topics: 
The conference is organized into V sessions devoted to the following topics: 

Session I: Fundamental limits n energy consumption of computing 
Session II: Novel architectures and devices for energy efficient computing 
Session III: Efficient Energy harvesting for autonomous devices 
Session IV: Energy aware software 
Session V: HPC energy constrains towards exascale computers 
 
For info, please visit: http://www.ict-energy.eu/scienceconference_home 
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NEMS memory bit at Landauer limit 
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Abstract——In this paper we present a study based on 
molecular dynamics simulations, where reset protocols are 
applied on a graphene buckled ribbon, employed here as a 
nano electromechanical memory bit working at the 
thermodynamic limit.  

 

I. INTRODUCTION 

TODAY computing devices have a remarkable flaw: they 

produce heat. One of the main goals of the ICT community is than 
to develop a new generation of processors that produces 
significantly less heat than the current technologies. As a big 
contribution in transistors heating comes from internal currents 
(Joule heating), there is broad interest in devices where 
computations is not made by moving electrons but by moving 
mechanical parts: MEMS and NEMS are now widely investigated 
as the possible heirs of Transistors [1]. However changing 
processor technologies is not enough; physics imposes limits and 
boundaries to the heat that must be produced while a computation 
takes place. Among such limits (recently reviewed in [2]), the 
most famous one is Landauer limit, which sets to kBTln2 the heat 
produced while resetting one bit of information. As this value is 
non-zero, it becomes important to understand the conditions, if 
any, under which NEMS and MEMS devices reach that value. 
This task is the main topic of this work. 
 

II. METHODS 

To address the Landauer limit in NEMS, we use LAMMPS 
[3] to arrange 240 carbon atoms in a ribbon, clamped on both the 
short edges. A constant compression in applied to the clamping 
regions so that the ribbon buckles in the out-of-plane direction 
with two possible stable states. Those are used to encode 
information (Fig. 1): being (X,Y,Z) the coordinates of the central 
atom of the ribbon, we say that the ribbon represents a bit of 
information in the 0 (1) logic state if Z>0 (Z<0). Bit stability is 
ensured by taking the compression in such a way that the 
persistency time in each stable state is longer than the operation 
time of the device itself. To change the state of the bit, a set of four 
electrodes is arranged around the ribbon (see Fig. 1 for details) and 
driven according to a specified protocol. 

To address the issue of the heat produced when protocols are 
applied on the ribbon, we take tools from stochastic energetics [4]. 
The total energy of the ribbon can be written as 

 

where are the momenta and the positions of all 

carbon atoms, is the total kinetic energy of the ribbon, 

is the interatomic interaction energy modelled through a 

REBO potential [5] and is the total atom-electrode 

interaction energy. 

 

Fig. 1. Schematics of the 2D ribbon encoding one bit of information. The top left 
diagram shows the two stable configurations of the ribbon and the four electrodes 
used to actuate the ribbon as required by some protocol. 
 
In this study we take 
 

 

 
where n is the number of atoms, l is the clamp-clamp distance, 
ri={xi , yi , zi} , Θ is the Heaviside step function and g is the 
distance between the electrodes and the plane z=0. Parameters fUL, 
fDL, fUR and fDR are relative to the corresponding electrode and their 
time evolution depend on the protocol operated on the device. The 
work performed on the ribbon is, by definition 
 

W  Hext (R, t)

t
dt

t0



  

 
where τ is protocol duration and .  denotes averages over an 
ensemble of protocol realization. 

III. RESET PROTOCOLS 

By reset protocols we mean that we take a bit that is initially 
not defined and than we operate a procedure that brings it in a well 
defined logic state, e.g. 1. From the point of view of ribbons, this 
is equivalent to initially have the ribbon buckled either upward or 
downward and than actuate with a protocol such that when it ends: 

 
1) the ribbon is always buckled upward 
2) all the external fields are removed. 
 
Thanks to system symmetry with respect to the plane z=0 and 

property 2), quasi-static protocol longer than the system relaxation 
times are characterized by a null variation in internal energy 
ΔH=0. Consequently, the heat Q is given by the first principle of 
thermodynamics (ΔH=W−Q) as 

 

QW  Hext (R, t)

t
dt

t0



  

 

fUL fUR

fDL fDR

Z > 0: Ω1 

Z < 0: Ω0 
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The simplest reset protocol we can realize is obtained by 
applying a constant electric field in the upper electrodes and than 
removing it.  

 
 

 

Fig. 2. Heat produced by the naive reset protocol realized by applying a constant 
force with the upper electrodes. Even increasing the protocol duration, heat is still 
orders of magnitude higher than Landauer limit. 

 
The results obtained in this way are illustrated in Fig. 2 and clearly 
shows that this reset protocol produces heat that is orders of 
magnitude larger than kBTln2, even if protocol duration is 
increased. This can be explained as follow: when a constant force 
is applied, the ribbon is forced to assume a shape that is close to 
the flat one. As this is unstable, the ribbon spontaneously buckles 
to a more stable configuration with a high velocity. As a 
consequence a great amount of heat is produced by friction. As 
proposed in [6] the only way to avoid this kind of excess heat 
production is to use protocols where the system is always close to 
a stable configuration. 

Fig. 3. Time diagram of the electrostatic forces acting on the ribbon for an 
alternative reset protocol. Top curves are relative to the top electrodes, while the 
bottom ones are relative to the bottom electrodes; green and red colours represent 
left and right electrodes, respectively. The lower panel represents the ribbon profile 
at different times.  

 
One realization of such protocols is shown in Fig. 3, where the S-
shape in which the ribbon is put at the beginning ensures that the 
velocity of each atom is carefully controlled. By increasing 
protocol duration is than possible to reach the thermodynamic 
limit kBTln2 (Fig. 4). 

 

 
Fig. 4. Heat produced by the reset protocol presented in Fig. 3. The red line is 
Landauer limit, kBln2. We clearly see that this value is approached if protocol 
duration is sufficiently long. 

IV. CONCLUSIONS 

This work shows that NEMS systems can in principle be used 
to realize computing devices that produce the minimum heat 
required by the thermodynamic. However, this requires that the 
protocol used do not involve events where the velocity of the 
device itself can't be controlled externally. As shown here, these 
are the main mechanism that generates undesired high heat 
productions. 
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Abstract—In modern computers information is processed 
through binary switches, usually realized with transistors. 
These binary switches represent a paradigmatic example of 
"small scale physical systems" employed in the processing of 
information. In the last forty years the semiconductor 
industry has been driven by its ability to scale down the size of 
the CMOS devices, to increase computing capability and 
reducing the power dissipated in heat. Thus we assisted to a 
continuous reduction in the supply voltage and electrical noise 
induced errors became an important issue to take into account 
for the performance of the device. Here we propose a study of 
the relationship between the energy required by an advanced 
ultra low power logic gate and the associated error rate at 
different operating frequencies when the device is powered at 
very low voltage, lower than the minimum specified in the 
datasheet.  

 

I. INTRODUCTION 

As a matter of fact, the energy issue is at the moment one of 

the major limitation in the development of both small autonomous 
wireless sensor nodes and large scale supercomputers. In the 
former case, computing devices are intended to be small (micro-
nano scales) and self powered through some energy harvesting 
techniques [1-2]. Recently it has been suggested that the energy 
efficiency of the bit resetting operation can be improved allowing 
a finite error probability during operation [3, 5]. In this work a 
NAND gate has been tested to evaluate its performances at 
variable bit rate when its supply voltage is decreased below the 
minimum voltage specified by the producer. In this way it has 
been possible to identify the minimum supply voltage before error 
rate rises up to a non negligible limit. Reducing the supply voltage 
has an impact on the total power dissipation, but it is important to 
understand the quantitative correlation between the power saving 
and the error rate when the device is under-powered. It has been 
also investigated the behavior of the error generation trying to find 
if it can be predicted or not.  

II.ENERGY DISSIPATION IN LOGIC SWITCHES 

In the last forty years the progress of the semiconductor industry 
has been driven by its ability to cost effectively scale down the 
size of the CMOS-FET [6] switches while increasing their density. 
This has been accompanied by a continuing increase in energy 
consumption and heat generation up to a point where the power 
dissipated in heat during computation has become a serious 
limitation [7, 8]. It has been shown that information processing is 
intimately related to energy management (“information is 
physical”)[4]. The ultimate limit on the minimum energy per 
switch resetting is set at KBT ln2 (approximately 10-21 J at room 
temperature) [4, 9] while there is no fundamental limit associated 
with the switching operation per sè [3]. This limit is known to be 

the Shannon-von Neumann-Landauer (SNL) limit. Two 
components determine the power consumption in a CMOS circuit: 
static power consumption and dynamic power consumption [10]. 
The first is proportional to the current flowing into the device as a 
consequence of leakages; the second one is related to the current 
required during switching. CMOS devices have very low static 
power consumption because parasitic diodes are reverse biased 
and only their leakage currents contribute to static power 
consumption. The leakage current (Ilkg) of the diode is described 
by the following equation (1) 

1  (1) 

Where: 
IS = reverse saturation current (A) 
V = diode voltage (V) 
k = Boltzmann’s constant (1.38 × 10–23 J/K) 
q = electronic charge (1.602 × 10–19 C) 
T = temperature (K) 
 
Static power consumption is the product of the device leakage 
current and the supply voltage. Total static power consumption PS 
can be obtained as: 

leakage current ∙ supply	voltage  (2) 

Dynamic power consumption is due to the current that flows only 
when the transistors are switching from one logic state to another. 
This is a result of the current required to charge the internal nodes 
(switching current) plus the through current (current that flows 
from the supply voltage VCC to GND when the p-channel 
transistor and n-channel transistor turn on briefly at the same time 
during the logic transition). For fast input transition rates, the 
through current of the gate is negligible compared to the switching 
current. For this reason, the dynamic supply current is governed 
by the internal capacitance of the IC and the charge and discharge 
current of the load capacitance. If we consider the energy required 
to drive an inverter’s output high and low, this is the same of 
loading and discharging a capacitor CL through a resistor RL. The 
energy stored and dissipated in the resistor and capacitor is given 
by the equation (3) and (4) respectively: 

E
V t

R
dt

V
R

e dt
C V
2

 (3) 

2
 (4) 

Considering NSW working at the frequency fI, the energy 
dissipate can be obtained by the equation (5). 
P α ∙ ∙ f ∙ N α ∙ C ∙ V ∙ f ∙ N  (5) 

where: 
PT = transient power consumption (W) 

α = activity factor, α=1 for a square wave switching and α<0.5 
in typical digital circuits 

Cpd = dynamic power-dissipation capacitance (F) 
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VCC = supply voltage (V) 

fI = input signal frequency (Hz) 

NSW = number of bits switching 

III. THE EXPERIMENTAL SETUP 

An experiment has been performed to obtain a relationship 
between the bit error-rate and the power consumed by a logic 
device, a SN74AUP1G00 [11] two inputs single NAND gate from 
Texas Instruments. The experimental setup is composed by a 
stable voltage supply, a variable voltage supply, a signal 
generator, a digital comparator, a temperature sensor, some 
current to voltage converters and an asynchronous counter. The 
block diagram of the experimental setup is depicted in Fig. 1. 

 
Fig. 1 Block diagram of the system designed for the evaluation of the error rate. 

  
Two of GUT boards (GUT Gate Under Test board) are used in 

parallel. In the first one, the NAND gate is always powered at the 
nominal voltage of 3.3 V: in this way no errors are expected during 
its working time. In the other board, instead, the NAND gate is 
powered from a variable voltage power supply. An EX-OR is used 
as bit comparator to detect errors. At its input the output signals of 
the GUT boards are presented. When the two inputs are not equal, 
the output of the comparator goes to the logic level “1”. This is the 
error detection condition required during this experiment. 

IV. MEASUREMENTS AND RESULTS 

Several measurements have been performed and the overall 
results are presented in Fig. 2 where the correlation among the 
dynamic current, the error rate and the voltage gap between the 
two logic states at different bit rate and variable supply voltage 
(0.4 V to 8.8 V). From these measurements is possible to obtain 
an estimation (equation (6)) of the overall (internal and external 
load capacitance) power dissipation capacitance Ce: it is in good 
agreement with the predictions. 

∙
16  (6) 

The plots of Fig. 2 show the dynamic currents, the error rates 
and the voltage gaps respectively at different bit rates and when 
the supply voltage ranges between 0.4 V and 0.8 V. Considering 
the dynamic current of the gate at different bit rates as function of 
the supply voltage, there are points where the slope of the curves 
changes. These points are few tens of mV higher than the point 
where the error rates rise and can be interpolated by and 
exponential curve as function of the supply voltage (equation (7)). 

0.08774 . ∙  
 

(7) 

The error rates curves as function of the bit rate and the supply 
voltage can be approximated by an erfc function defined as in the 

(8). All these error functions are parallel to each other and they 
appear to be only translated: it is possible to obtain the translation 
coefficients values VTr: they are linearly dependant by the bit rate 
BR (9): 

2

√
 (8) 

0.0315 ∙ 0.428 (9) 
 

 
Fig. 2 Detail of the results of the measurements of the dynamic current, of the error 
rate and of the voltage gap between the high and low level of the output of the 
NAND gate. 

 
It is possible to propose a phenomenological model for ICC(VCC) 

and Pe(VCC). It can be noted the absence of a step-like behavior 
for VCC = VT2, i.e.: Pe(VCC) = 0 for VCC > VT2 and Pe(VCC) = 1 for 
VCC < VT2. This seems to indicate the role played by the 
voltage/threshold fluctuations and the device failure appears to be 
a stochastic phenomenon other than a deterministic event. 
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Abstract—In this paper, we present an approach to automatic 
resource (energy) analysis of C programs. Our approach 
combines ideas from abstract interpretation, ranking function 
synthesis and complexity analysis in a unified framework. 
Instead of acting on a source program, the analysis uses an 
intermediate language known as Constrained Horn clauses 
(CHCs) and computes bound in terms of the program's input 
parameters. Our approach is based on the method described 
by Sinn et al. where a program is abstracted to a lossy vector 
addition system with states (VASS). A VASS can be 
conveniently described by a set of CHCs where the constraints 
have a particular shape.  Our analysis derives a VASS from 
the input Horn clauses using abstract interpretation and 
ranking function synthesis. Then it computes a lexicographic 
ranking function, which proves termination of the VASS. 
Finally a bound is computed directly from the VASS ranking 
functions. Resource consumption is obtained by multiplying 
the bound by a suitable resource measure. 
 

I. INTRODUCTION 

Static bound analysis or resource analysis of programs [1, 2, 3, 4, 
5, 10, 12, 14, 15, 16, 17] is an active area of research. As a result 
of this, several tools and techniques with different flavors have 
emerged. The use of abstract interpretation [2, 10, 14], symbolic 
execution [12], computer algebra [1] and typing rules [3, 7, 8] for 
bound analysis are common in the literature. Some of these 
techniques are scalable but compute loose bounds while others 
compute tight bounds but are not scalable. Finding a balance 
between scalability of analysis and tightness of a bound is a matter 
of ongoing research. There are tools such as CiaoPP1, SPEED [4], 
PUBS [1], Rank [2], LOOPUS [11, 12] which derive impressive 
bounds. Some of these tools are language dependent and others 
are not. So, we would like to purpose CHCs as an intermediate 
representation language for bound analysis since it provide a 
suitable intermediate form for expressing the semantics of a 
variety of programming languages (imperative, functional, 
concurrent, etc.) and computational models (state machines, 
transition systems, big- and small-step operational semantics, 
Petri nets, etc.). This makes us possible to reuse several years of 
works on constraint logic programming and exploit this 
representation for our purpose. In general, automatic complexity 
analysis has gained little attention compared to program 
verification and termination analysis though several interesting 
and useful properties about programs can be derived by bound 
analysis such as loops upper bounds, number of visits to a control 

                                                 
1 http://ciao-lang.org/docs/ciaopp_ref_man/ciaopp_ref_manintro.html 

location or instruction, the amounts of resources (time, energy, 
memory etc.) consumed by a program etc.  
In this paper, we present an automatic approach to resource 
analysis of C programs, which uses CHCs as an intermediate 
language. It can be seen as an adaptation of the approach described 
by Sinn et al. in [12]. We chose this approach because it is more 
flexible than other approaches for example CiaoPP approach, 
which involves solving cost equations and they might not have 
solutions (for mutually recursive loops) and they need to be treated 
in a special way.  In our approach, the program is first translated 
to a set of CHCs. The analysis then derives a VASS from it using 
abstract interpretation and ranking functions synthesis. Then it 
computes a lexicographic ranking function, which proves 
termination of the VASS. Finally a bound is computed directly 
from the VASS ranking function. To compute a bound for a 
program, each such step should be precise/succeed, therefore the 
choice of the techniques matter a lot. 
 
Our work, which is an adaptation of [12] has the following 
characteristics: 
 

  Our analysis is based on Horn clause representation, 
which allows reuse of several state of the art tools 
developed for it, e.g. Horn specialization, computing 
over-approximation of the set of Horn clauses etc.;  

  Program abstraction: instead of symbolic execution and 
simple invariant generation as in [12] we use abstract 
interpretation, which is scalable and computes good 
invariants. Good invariants seem to be crucial for bound 
analysis;  

  Ranking function generation: instead of guessing 
ranking functions from the generated invariants and 
checking if they are local ranking functions for a given 
transition [12], we use a complete approach based on [9, 
13] for computation of ranking functions. They are 
complete in the sense that if a linear ranking function 
exists then they will find one. In [12] this is not 
guaranteed. 

  Control flow abstraction and bound computation: 
furthermore we still benefit from the novelties of [12] for 
control flow abstraction and bound computation.  
 

II. SUMMARY OF OUR APPROACH 

The architecture of our tool-chain is depicted in Figure 1. The 
boxes represent different modules/ components and the label on 
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the arrows shows the output or input to and from these 
components. Given a program written in C, we obtain a set of 
Horn clauses using SeaHorn [6]. The resulting set of clauses are 
specialized by a specialization module, which also computes 
invariants for the clauses using abstract interpretation. These set 
of clauses are fed into the module of VASS transition, which 
computes a VASS. A lexicographic order for the given VASS is 
computed by the module lexicographic order. Then a bound is 
computed by the bound computation module from this 
lexicographic ordering.  

 
Figure 1: architecture of our tool-chain 

 
Our running example is presented in Figure 2. It consists of two 
nested loops, whose counters depend on the input parameters (c 
and d). The program terminates and has a linear bound since the 
outer loop can only be executed at most the initial value of a (that 
is c) times since a is decremented by 1 in each iteration of the outer 
loop. The counter variable b of the inner loop is conditionally 
increased by the outer loop, however this can only be done at most 
the initial value of a (that is c) times. So the inner loop can be 
executed at most c+d times. To derive a linear bound, a path 
sensitive reasoning is necessary. Given this program, our tool 
extracts three single path linear constraints (SLC) loops, two of 
them corresponding to the outer loop and one to the inner. Then it 
computes the local ranking functions for each such loop 
separately. Since the outer loop has two SLC loops it computes a 
as ranking function for both of the SLC loops and b for the SLC 
loop corresponding to the inner loop. Then the lexicographic 
ordering (a,a,b) is derived, which proves the termination of this 
program. But during bound computation the tool takes into 
account the effect of the outer loop on the ranking function of the 
inner one, that is, the local ranking function of the inner loop is 
increased by the outer at most by 1 in each iteration. So the inner 
loop can be executed at most c+d times. So the total bound is c+d. 
Let E be the worst case energy consumed by this program in one 
iteration, then (c+d)*E is the total energy consumed by this 
program in the worst case.  
 

main( uint c, uint d){ 
int a=c,b=d; 
while (a>0){ 

if (*) 
b++; 
else 

while (b>0) 
b--; 

a--; } 
return 0;} 

Figure 2:  example program 
 

REFERENCES 
 
[1] E. Albert, P. Arenas, S. Genaim, M. Gómez-Zamalloa, G.Puebla, 
D.V. Ramírez-Deantes, G. Román-Díez, and D. Zanardini. Termination 

and cost analysis with COSTA and its user interfaces. Electr. Notes 
Theor. Comput. Sci., 258(1):109–121, 2009.  
 
 [2] C. Alias, A. Darte, P. Feautrier, and L. Gonnord. Multi-dimensional 
rankings, program termination, and complexity bounds of flowchart 
programs. In R. Cousot and M. Martel, editors, Static Analysis - 17th 
International Symposium, SAS 2010, Perpignan, France, September 14-
16, 2010. Proceedings, volume 6337 of Lecture Notes in Computer 
Science, pages 117–133. Springer, 2010. 

[3] Q. Carbonneaux, J. Hoffmann, T. Ramananandro, and Z. Shao. End-
to-end verification of stack-space bounds for C programs. In M. F. P. 
O’Boyle and K. Pingali, editors, ACM SIGPLAN Conference on 
Programming Language Design and Implementation, PLDI ’14, 
Edinburgh, United Kingdom - June 09 - 11, 2014, page 30. ACM, 2014.  

[4] S. Gulwani. SPEED: symbolic complexity bound analysis. In A. 
Bouajjani and O. Maler, editors, Computer Aided Verification, 21st 
International Conference, CAV 2009, Grenoble, France, June 26 - July 
2, 2009. Proceedings, volume 5643 of Lecture Notes in Computer 
Science, pages 51–62. Springer, 2009.  

[5] S. Gulwaniand, F. Zuleger. The reachability-bound problem. In B. 
G. Zornand, A. Aiken, editors, Proceedings of the 2010 ACM SIGPLAN 
Conference on Programming Language Design and Implementation, 
PLDI 2010, Toronto, Ontario, Canada, June 5-10, 2010, pages 292–
304. ACM, 2010.  

[6] A. Gurfinkel, T. Kahsai, and J. A. Navas. Seahorn: A framework for 
verifying C programs (competition contribution). In C. Baier and C. 
Tinelli, editors, Tools and Algorithms for the Construction and Analysis 
of Systems - 21st International Conference, TACAS 2015, Held as Part 
of the European Joint Conferences on Theory and Practice of Software, 
ETAPS 2015, London, UK, April 11-18, 2015. Proceedings, volume 
9035 of Lecture Notes in Computer Science, pages 447–450. Springer, 
2015.  

[7] J. Hoffmann, K. Aehlig, and M. Hofmann. Multivariate amortized 
resource analysis. ACM Trans. Program. Lang. Syst., 34(3):14, 2012.  

[8] M. Hofmann and S. Jost. Static prediction of heap space usage for 
first-order functional programs. In A. Aiken and G. Morrisett, editors, 
Conference Record of POPL 2003: The 30th SIGPLAN-SIGACT Sympo- 
sium on Principles of Programming Languages, New Orleans, 
Louisisana, USA, January 15-17, 2003, pages 185–197. ACM, 2003.  

[9] A. Podelski and A. Rybalchenko. A complete method for the 
synthesis of linear ranking functions. In B. Steffen and G. Levi, editors, 
Verification, Model Checking, and Abstract Interpretation, 5th 
International Conference, VMCAI 2004, Venice, January 11-13, 2004, 
Proceedings, volume 2937 of Lecture Notes in Computer Science, pages 
239–251. Springer, 2004.  

[10] A. Serrano, P. López-García , and M.V. Hermenegildo. Resource 
usage analysis of logic programs via abstract interpretation using sized 
types. TPLP, 14(4-5):739–754, 2014.  

[11] M. Sinn and F. Zuleger. LOOPUS - A tool for computing loop 
bounds for C programs. In A. Voronkov, L. Kova ́cs, and N. Bjørner, 
editors, Second International Workshop on Invariant Generation, WING 
2009, York, UK, March 29, 2009 and Third International Workshop on 
Invariant Generation, WING 2010, Edinburgh, UK, July 21, 2010, 
volume 1 of EPiC Series, pages 185–186. EasyChair, 2010.  

[12] M. Sinn, F. Zuleger, and H. Veith. A simple and scalable static 
analysis for bound analysis and amortized complexity analysis. In A. 
Biere and R. Bloem, editors, Computer Aided Verification - 26th 
International Conference, CAV 2014, Held as Part of the Vienna 



 N . 1 1  -  1 5 t h  F e b r u a r y  2 0 1 6           I   C   T   -   E   N   E   R   G   Y      L   E   T   T   E   R   S   

 
 

-  P a g e  1 1  -  

Summer of Logic, VSL 2014, Vienna, Austria, July 18-22, 2014. 
Proceedings, volume 8559 of Lecture Notes in Computer Science, pages 
745–761. Springer, 2014.  

[13] K. Sohn and A. V. Gelder. Termination detection in logic programs 
using argument sizes. In D. J. Rosenkrantz, editor, Proceedings of the 
Tenth ACM SIGACT-SIGMOD-SIGART Symposium on Principles of 
Database Systems, May 29-31, 1991, Denver, Colorado, USA, pages 
216–226. ACM Press, 1991.  

[14] F. Zuleger, S. Gulwani, M. Sinn, and H. Veith. Bound analysis of 
imperative programs with the size-change abstraction. In E. Yahav, 
editor, Static Analysis - 18th International Symposium, SAS 2011, 
Venice, Italy, September 14-16, 2011. Proceedings, volume 6887 of 
Lecture Notes in Computer Science, pages 280–297. Springer, 2011.  

[15] S. K. Debray, P. López-García, M. Hermenegildo, and N.-W. Lin. 
Lower Bound Cost Estimation for Logic Programs. In 1997 
International Logic Programming Symposium, pages 291–305. MIT 
Press, Cambridge, MA, October 1997.  

[16] J. Navas, M. Méndez-Lojo, and M. Hermenegildo. Safe Upper-
bounds Inference of Energy Consumption for Java Bytecode 
Applications. In The Sixth NASA Langley Formal Methods Workshop 
(LFM 08), April 2008. Extended Abstract.  

[17] J. Navas, E. Mera, P. López-García, and M. Hermenegildo. User-
Definable Resource Bounds Analysis for Logic Programs. In 23rd 
International Conference on Logic Programming (ICLP’07), volume 
4670 of Lecture Notes in Computer Science. Springer, 2007.  



 N . 1 1  -  1 5 t h  F e b r u a r y  2 0 1 6           I   C   T   -   E   N   E   R   G   Y      L   E   T   T   E   R   S   

 
 

-  P a g e  1 2  -  

Probabilistic Resource Analysis 
M. H. Kirkeby, and M. Rosendahl 

Computer Science, Roskilde University, Denmark 
 

Abstract— Program development has focused mainly on 
correctness and time efficiency, however, the new size 
demands for systems has encouraged developers to include 
energy usage. We present a static analysis intended for 
software improvement; we assume a probability distribution 
of input is known, then given a program we instrument the 
program with energy usage parameters and derive a  
parametrized probability distribution of the programs energy 
usage. We define a set of imperative first-order programs for 
which an exact energy distribution can be derived, and 
demonstrate the set relevant. 
 

I. INTRODUCTION 

Many optimizations for increased energy efficiency require 
probabilistic and average case analysis as part of the 
transformations. Wierman et al. states that  “global energy 
consumption is affected by the average case, rather than the worst 
case“  [1]. Also in scheduling “an accurate measurement of a tasks 
average-case execution  time can assist in the calculation of more 
appropriate deadlines” [2]. For a subset of  programs a precise 
average case execution time can be found using static analysis [3-
5]. Applications of such analysis may be in improving scheduling 
of operations or in temperature management.  
 We present a technique for probabilistic resource analysis 
where the analysis is seen as a program-to-program 
transformation. This means that the transformation to closed form 
is a source code program transformation problem and not specific 
to the analysis. The central idea in this paper is to use probabilistic 
output analysis in combination with a preprocessing phase that 
instruments programs with resource usage. We translate programs 
into a meta language program that computes the probability  
distribution of resource usage. This program is then analyzed and 
transformed with the aim of obtain a closed form expression. It is 
an alternative to deriving cost relations directly from the program 
[6, 7] or expressing costs as abstract values in a semantics for the 
language. 
 

II. PROBABILITY DISTRIBUTIONS IN PROGRAMS 

The result of the analysis describes the probability distribution of 
resource usage. We define the output probability distribution for a 
program prg in a forward manner. It is the weight or sum  of all 
probabilities of input values where the program returns the desired 
value z as output.  
Definition The output probability of a program, prg: X → Z, (X and Z 
are countable sets), with a probability distribution for the input,  
PX : X → {r � IR | 0 ≤ r ≤ 1}, the output probability distribution, Pprg (z), 
is 
 defined as: 
Pprg(z )= ∑

x X  ∧ prg (x)= z

PX( x)
               (1) 

Note that Kozen uses a similar forward definition [8], whereas 
Monniaux constructs the inverse and express the relationship in a 
backwards style [9].   
 Probabilistic resource analysis has similarities to worst 

case execution time analysis in that it depends on accurate 
loop/recursion bounds [10-12]. We identify a special class of 
loops for which exact bounds are detected by our analysis; in this 
class the loop's update of program variables can  be described as 
linear expressions and the loop condition is monotone in the linear 
development of its variables.  
Let i be a loop iteration variable, which is updated by linear 
expression i=a*i+b over iteration variables a,b where i does not 
depend on neither a nor b. Let i(n) denote the value of variable i 
at the nth loop. Let the loop-condition test(i(n)) be monotone  in n 
(with the order false ≤ true) such that test(i(n)) ≤  test(i(n+1)). The 
restriction on the tests along with the behavior of the variables 
reduces (in many cases) the execution pattern into a predictable 
form. Note that the linear expression for the loop iteration variable 
need not to occur directly, but it is enough it is derived. We call 
such loops proper.  

III. RESULTS 

 In the following we present two programs which shows 
results of programs with nested proper loops parametrized input 
distribution of multiple variables. They are instrumented with a 
simple step-counter to represent the resource usage. The 
probability distribution computed by the output program varies in 
complexity; the first program calculate a single parameterized 
output and the second program computes a distribution 
converging towards a standard normal distribution. The results are 
presented in a reduced and readable form extracted from our 
implementation, where c(test) is a method which returns 1 if 
the test is true and 0, otherwise. 
Matrix multiplication mm contains nested loops. We parametrize 
over the size of the matrix size n. and the wished analysis is 
denoted with a keyword-comment with parameter N describing n. 
The preprocessing phase instruments the program and converts it 
into a meta-language. The probabilistic output analysis  computes  
the probability distribution, Pmm, describing the output 
distribution  (out) with N as a parametrized variable. 
// ToAnalyse: mm(_,_,_,N) 
 
void mm(int a1[MX],int a2[MX],int a3[MX],int n){ 
   int i1, i2, i3, d;                       // int step = 0; 
   for(i1 = 0; i1 < n; i1++) { 
      for(i2 = 0; i2 < n; i2++) { 
         d = 0;                             // step++; 
         for(i3 = 0; i3 < n; i3++) { 
            d = d + a1[i1*n+i3]*a2[i3*n+i2]; // step++; 
         }       
         a3[i1*n+i2] = d;                    // step++; 
   } 
  }     // return step;   
} 
The nested loops create argument development functions for i and 
step that depend on the nested loops. These are transformed into 
a linear form and removed together with the loop condition .  
 
Pmm(out)= 
c(3=<out/(N*N))*c(1=<N)*c(out/N*N=2+N)*1 
The output program computes an accurate single value 
distribution (when specialized 



 N . 1 1  -  1 5 t h  F e b r u a r y  2 0 1 6           I   C   T   -   E   N   E   R   G   Y      L   E   T   T   E   R   S   

 
 

-  P a g e  1 3  -  

 with the size of the matrix N) as shown in  Table 1. 
  

N 1 2 3 4

Pmm(out)= c(out=3) 
 

c(out=16) 
 

c(out=45) 
 

c(out=96)

Tab. 1.  Specializing parameter N in the computed probability distribution leads to 
simpler programs (e.g., when N is 3, the probability of out  being 45 is 100%.). 
 
The second program is analyzed with a distribution over input. 
The program sum4 adds four variables and was presented by 
Monniaux [9], where over approximations were applied to obtain 
a safe and simplified result. 
  
// ToAnalyse: mm(x,y,z,w) with  
Pxyzw(x,y,z,w) 
// Def: P(x) = c(1=<x)*c(x=<6)*1/6 
 
// Def: Pxyzw(x,y,z,w) = P(x)*P(y)*P(z)*P(w) 
int sum4(int x, int y, int z, int w){ 
         //int step = 0; 
    for(x; x>0;x----){   sum++;           //step++; 
        for(y; y>0;y--){   sum++;      //step++; 
            for(z; z>0;z--){   sum++;  //step++; 
                for(w; w>0;w--){ sum++;//step++; 
   }   }  }  } 
return sum;                    // return step++; 
}  
The program has nested loops and in this example we use 
independent input variables 
 each uniformly distributed input from 1 to 6.  
 
Psum4(out) = 
 
c(4=<out)*c(out=<7)* 
      (-6+11*out- 
6*out^2+out^3)/7776+ 
 
c(8=<out)*c(out=<12)* 
 
      (-1014+169*out+6*out^2-out^3)/7776+ 
 
c(9=<out)*c(out=<12)* 
 
      (1512-461*out+42*out^2-out^3)/3888+ 
 
c(out=13)* 
      (265/648-5*out/216)+ 
 
c(14=<out)*c(out=<18)* 
 
      (-4790+923*out-54*out^2+out^3)/2592+ 
 
c(19=<out)*c(out=<24)* 
 
      (17550-2027*out+78*out^2-out^3)/7776 
 
Despite the ranges and their associated value are not symmetric, 
the resulting 
 program computes a precise and perfectly symmetric probability 
distribution. 

 
Fig. 1.  The distribution as described by the output program. Here Psum4(out) is 
computed for out between 3 and 25. 
  
The differences in the choice of ranges comes (among other 
things) from the range 
 dividing rules, as they do not divide the range symmetrically. As 
expected from the central limit theorem of probability theory, the 
resulting probability program 
 describes a distribution that has similarities with a normal 
distribution. 

IV. CONCLUSION 

Probabilistic analysis of program has a renewed interest for 
analyzing programs 
 for energy consumptions as numerous embedded systems 
 are limited by restricted battery life on the hardware. We have 
outlined the architecture of  a probability resource analysis that 
derives a resource probability distribution for programs 
 given distributions of the input.  We have shown some of the 
potential of probabilistic resource analysis and shown that 
 our analysis improves on related analysis in the literature. 
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Abstract - The present study is focused on the investigation of 
the thermoelectric properties of electrochemically deposited 
copper doped bismuth telluride selenide thin films. Such 
approach has the potential for reducing the cost of large scale 
manufacture of  thermoelectric generators. A microfabricated 
fully integrated measurement device structure [1] has been 
adopted, enabling cross-plane electrical conductivity, thermal 
conductivity and Seebeck coefficient to be accurately 
determined on the same specimen. The characterization 
device includes integrated heater, thermometers and 
electrically contact plates at both the top and the bottom of the 
layer structure. 

I.  INTRODUCTION 

CONCERNS over increasing energy costs and global warming 

associated with fossil fuel is encouraging the search for cleaner 
and more sustainable energy sources. Among feasible 
technologies, particular attention has been directed to 
thermoelectric (TE) energy generators. These solid-state devices 
can improve the efficiency of a system by harvesting waste 
thermal energy and partially converting it into electricity. The 
main advantages of thermoelectric energy generators include: 
solid-state operation, zero-emissions, scalability, no maintenance 
and long operating lifetime. 
The best commercially available TE materials for room 
temperature operation are bismuth telluride (Bi-Te) compounds. 
However, since Tellurium is the 9th rarest element on earth, it 
results suitable only for niche applications such as powering 
sensors, laboratory equipment and medical applications. 
Theoretical studies have predicted that low-dimensional structures 
[2] and enhanced microstructural properties [3] could yield 
improved TE performance. Above all, preferential crystalline 
orientation in the (1 1 0) plane, due to strong anisotropy in physical 
properties, and optimized crystallite size are crucial for high-
quality Bi-Te materials [4]. 
Electrochemical synthesis has been shown to provide a cost 
effective and scalable method to grow high-quality bismuth 
telluride compounds at room temperature, offering good control 
over composition and cristallinity. 
The maximum efficiency of a thermoelectric material is 
determined by its figure of merit (zT):  
 

zT =    (1) 

 
in which α is the Seebeck coefficient, σ and κ are respectively 
electrical and thermal conductivity, and T is the temperature. 

A second figure of merit, the power factor, which quantifies the 
ability of a material to produce useful power output while under a 
given temperature difference, is instead defined as: 
 

         (2). 
 

Therefore, electrical and thermal properties of interest, as well as 
their coupling, appear clear. However, the ability to measure many 
properties becomes less and less feasible at the nanoscale limit. 
The access to the James Watt Nanofabrication Centre (JWNC) 
offered the opportunity to design and fabricate a characterization 
structure through which do probe TE parameters directly on the 
bismuth telluride thin film.  
Indeed, whilst there have been a significant number of 
publications investigating electrical conductivity [5] and power 
factor of Bi-Te thin films [6], to date none has achieved 
simultaneous measurements of thermoelectric properties. In this 
paper, we present the fabrication of a characterization pillar 
structure with integrated heater, thermometers and electrical 
probes to allow electrical conductivity, thermal conductivity and 
Seebeck coefficient to be extracted from a single device. A brief 
notice concerning preliminary measurement is also included. 

II. MATERIAL 

SOI (Silicon On Insulator) substrates are coated with a 200 nm 
thick electron beam evaporated gold layer and then used as 
electrodes for the electrochemical deposition. From Bi and TeO2 
electrolytes, in nitric acid baths at an applied potential of about 
+0.05 V, the growth achieves around 7 μm thick copper doped 
Bi2Te2.7Se0.3 films with (1 1 0) preferred crystallite orientation. 
Deposition and crystallography analysis (Energy-Dispersive X-
ray, EDX, and X-Ray Diffraction, XRD) are performed at the 
School of Chemistry of the University of Southampton [4].  

III. DEVICE FABRICATION 

As previously mentioned, due to the coupling of the 
thermoelectric parameters, it is preferable to measure the electrical 
and thermal properties of the material on a single device.  
Previous work has demonstrated a test structured based on the Van 
Der Pauw geometry [7], which would however be inapplicabile to 
electrochemically grown thin films, as their bottom is short-
circuited by the metal layer adopted as electrode for the 
deposition. Therefore, a vertical heat flow characterization 
structure has been designed, Fig. 1, and fabricated, Fig. 2. 
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Fig. 1.  L-Edit design of the fully integrated structure (top view). 

 
Fig. 2.  SEM (Scanning Electron Microscope) top view image of the fabricated 
device together with an optical microscope image illustrating a detail of the 
structure. 

The sample initially undergoes a Chemical Mechanical Polishing 
(CMP), which brushes the top surface of the thin film reducing its 
superficial roughness, as shown in Fig. 3. Atomic Force 
Microscopy (AFM) analysis demonstrates a roughness reduction 
from about 100 nm rms (500 nm peak to peak value) before the 
polishing to 2 nm rms (20 nm peak to peak value) after. The 
polishing is immediately followed by an ammonium peroxide 
clean and a subsequent water rinse, which dissolve the residual 
particles of brushing slurry off the sample. 

  
Fig. 3.  SEM top view of the bismuth telluride thin film before (left) and after 
(right) processing the CMP. 

The device mesa structure is then realized by inductively coupled 
plasma (ICP) etch recipe mixing O2, CH4 and H2. The process 
adopts a 300 nm thick ICP deposited Si3N4 mask patterned by i-
line photolitography and reactive ion etching (RIE). At a later 
stage, the Si3N4 mask is removed by RIE and the oxide layer 
covering the thin film is wet etched in a 10% HNO3 solution.  
Metallic (50 nm Ni, 10 nm Pt, 100 nm Au) contacts are patterned 
on top of the test structure by photolitography, metal evaporation 
and lift-off. The whole sample is coated by 100 nm ICP deposited 
Si3N4 which realizes electrical and thermal passivation. 
Finally, after opening windows in the passivation layer by RIE 
etching, thermometers (100 nm Pd), heaters (50 nm NiCr) and 
contact pads (300 nm Al) are patterned by photolithograpy and 
metal lift-off. 

IV. PRELIMINARY MEASUREMENTS 

The copper doping increases the expectation for improved 
Seebeck  coefficient and electrical and thermal properites which 
yielded to a power factor of 59.9 ± 12.5 mW m-1K-2. Furthermore, 
preliminary measurements already presented higher Seebeck 
coefficient compared to continuosly deposited films. 
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Abstract - The majority of current instruction level energy 
models for processors do not consider how data values affect 
the energy consumption of the instruction. This is important 
when attempting to find the largest possible energy an 
instruction sequence can consume (worst case energy 
consumption). This paper outlines the research questions and 
direction needed to address this problem. 

I. INTRODUCTION 

C onsumption of software running on embedded devices has 

become increasingly important, as a growing number of devices 
rely on batteries. Of particular interest is bounding this energy 
consumption – finding an upper bound for the amount of energy 
an application could consume, and the conditions under which this 
happens. 

Traditional energy models typically assign a single energy 
value to each instruction. Energy predictions are made by counting 
the number of times each instruction would be executed in a 
program and applying these energy values to them [1], [2]. 
However, this approach is simplistic and potentially inaccurate or 
unsafe when a worst case energy figure is needed – each 
instruction takes various parameters and is affected by the state of 
the computation. The effect of data on the energy consumption of 
an instruction is particularly important, with a potentially large 
difference in energy consumption achievable due to different 
datasets being given to the same application. 

Figure 1 shows the effect that data can have on a single 
instruction. These data were gathered from an XMOS-L1 
processor, with the actual energy measured. The graph shows 
additional power (compared to all zero input) required by different 
data inputs. It can be seen that power changes by up to 15% 
depending on the data operands given to the instruction. 

 
II. RESEARCH CHALLENGES 

A worst case energy model (WCEM) should incorporate this data 
effect to obtain bounds that are both safe and tight, which ensures 
dependable and meaningful predictions for the dataset an 
application operates on. Energy is a more challenging metric than 
time due to its dependence on both time and power. A WCEM 
may require two components, a time analysis, plus an analysis to 
determine the worst possible power [3]. 

Modelling individual instructions. The power values seen in 
Figure 1 need to be modelled such that the power can be 
predicted, given operand values. 

Instruction sequences. The model needs to be able to compose 
individual instructions into instruction sequences, so that larger 
programs or program blocks can be modelled.  

Dependencies between instructions. While an individual 
instruction could be modelled with a lookup table (making the 
problem a data gathering exercise), the output from one 

instruction provides the input to another. This can make it 
challenging to find the input data that gives the maximum energy 
for instruction sequences with data 

 
Fig. 1‐The effect of data values on the \texttt{and} instruction, for the XMOS-L1 
processor. These values are on top the base power of 350mW. 

dependencies, without bruteforcing every input. The maximum 
energy for such instruction sequences is potentially less than the 
sum of individual instruction's maximum energy. How can data 
dependencies be adequately reflected in an energy model? 

Type of bound. Energy is hugely dependent on environmental 
factors, as well as being challenging to model in fine detail. This 
means that it is likely infeasible to construct a reasonable hard 
bound on the maximum energy. Instead, it may be better to use 
a probabilistic bound, where a tight bound can be given to a high 
level of confidence [4]. 

These topics must be addressed to create a satisfactory worst case 
energy model. 

 

III. TOWARDS a WCEM 

In a first step towards a WCEM we have investigated techniques 
to predict the worst case energy consumption of instruction 
sequences. Our approach is based on the observation that the 
transition between instructions is significant and can not be 
represented using a single energy cost [5]. Instead, we use  a 
distribution dependent on the input and output values of the two 
consecutive instructions. To validate our findings, the transition 
distributions for several instructions in the AVR instruction set 
have been characterised. This gives a tight and safe upper bound 
on the energy consumption. The distributions can be composed to 
form a distribution for a larger sequence of instructions. The top 
tail of the distribution can then be used to compute a maximum 
energy for a given confidence level. 
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Our approach still requires any dependencies between 
instructions to be addressed. This is motivated by experimental 
results that show that the maximum energy when composing 
multiple instructions is lower than the prediction when there are 
many data dependencies between instructions. While the predicted 
bound without considering dependencies is still valid, it is not as 
tight as one that may be obtained using a model which does 
include instruction dependencies. 

Overall this approach models the distribution of an entire 
program's energy consumption, allowing the largest possible 
consumption of energy to be probabilistically estimated. 
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SAVE THE DATE 
 

D A T E  E V E N T  W E B S I T E  

April 22, 2016 - Bruxelles Consultation Workshop with FET www.ict-energy.eu/ 

June 16, 2016, Europe MicroEnergy Day http://microenergyday.eu/ 

August 13-16,2016, Aalborg ICT-Energy Summer School http://www.nipslab.org/summerschool2016 
 

August 16-19,2016, Aalborg ICT-Energy Science Conference www.ict-energy.eu/scienceconference 
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