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It is a known fact that the amount of 
power dissipated into heat during 
computation is becoming the main limitation 
toward the realization of new and more powerful 
computers. The discussion on the development of high 
performance computing initiative identified the 
reduction of energy dissipated as one of the two strategic 
challenges for the future in the field. On the other hand the 

realization of wireless micro 
sensors that can be deployed in 
numbers is presently hold by the 
gap between how much energy is 
available from portable sources 
(batteries and/or energy harvesting 
technologies) and how much energy 
is required for their functioning. For 
these reasons we believe that the next 
FET proactive workprogramme 

(2016-2017) should address this very point by challenging researchers to 
design, realize and test actual computing micro-devices that can be 
operated below the KT scale of energy. Proposals for novel information-
carriers beyond electrons in semiconductors could be privileged, together with 
studies aimed at determining the impact of algorithms on energy 
consumption. This topic is very timely due to the increasing pressure of the semiconductor 
industry that is facing the wall of excess heat dissipation and to recent advances in theoretical 
and experimental physics where Landauer principle has been put under test and nanoscale 
energy measurement are demonstrated possible. (LG) 
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Community Workshop – Barcelona, 23-25 April 2014  
 
ICT-Energy is a consortium among research groups 
interested in the role of energy in ICT devices. The goal 
of the project, coordinated by NiPS Laboratory at the 
University of Perugia (Italy), is to create a coordination 
activity among consortia involved in the ICT-Energy 
field. 

The first Community Workshop, organized by Dr. 
Adrián Cristal Kestelman and his group at the Barcelona 
Supercomputing Center (BSC), was held in Barcelona 
(Spain) on 23-25 April to allow extended discussions and 
therefore foster cooperation between the project partners 
and the groups participating to the consortia. The 
meeting has seen the group presentations, a short training 
course with 4 lectures on basic, introductory aspects of the science of ICT-Energy, a session of scientific talks, where the partners 
presented their recent research results, and a PhD Forum.  
Furthermore there has been space for work groups on the main themes and objectives of the project. 
 
More information and the slides of the talks are available at http://www.ict-energy.eu/community_workshop . 
The project flyer is available for download at http://www.ict-energy.eu/sites/ict-energy.eu/files/ICT-Energy_Flyer.pdf . 
 
 
 
 
 

  

 
 
The MareNostrum supercomputer at BSC. 

 
 
The ICT-Energy project consortium members visiting the MareNostrum supercomputer during the meeting. 
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Micro-‐Energy	  Day	  2014	  
Will we be able to do without batteries one day? Can energy be harvested for reuse by 
computing devices? How can the computing stack be redesigned to use energy in smarter 
ways? How can we predict energy consumption by software applications? How can we ensure 
that the exascale supercomputers of the future will use energy sustainably? 
 
Micro-Energy Day, an annual event initiated by the ICT-Energy project’s coordinator, the 
Noise in Physical Systems (NiPS) Laboratory (University of Perugia, Italy), aims to raise 
awareness and explore issues relating to the energy efficiency of computing devices. The fifth 
edition took place on the 26 June 2014, in the framework of the 2014 European Sustainable 
Energy Week, and involved ICT-Energy partners from all over Europe.  
 
The NiPS Laboratory organised a run in a public park, using the Wisepower smartphone application to inform participants of how 
much energy they had gathered from vibrations with a non-linear energy harvester. Visitors to the Micro-Energy Day stand found out 
about the laboratory’s micro-energy activities through information material.  
In Barcelona, Barcelona Supercomputing Center, students and staff at the Polytechnic University of Catalonia learned about how the 
ParaDIME project is reinventing the computing stack to be more energy efficient. Visitors to the MareNostrum supercomputer also 
received information about Micro-Energy Day and the ICT-Energy community. 
Micro-Energy Day also featured at the International Supercomputing Conference 2014 in Leipzig, the Euroscience Open Forum in 
Copenhagen and the University of Bristol, where visitors learned about the projects in the ICT-Energy consortium.  
 

We’ll be organising Micro-Energy Day again next year, you’re invited to be part of it! 
Website: www.microenergyday.eu  
 

 

ICT-‐Energy	  project	  presented	  at	  
international	  conferences	  

	  

Luca Gammaitoni, NiPS Director (University of Perugia – Italy), spoke at 
the RE.WORK Technology Summit during the Innovation Technology Forum 
that took place in Berlin on 19-20 June (https://www.re-work.co/events/tech-
berlin), on "Can we Operate a Computer without Spending Energy?". 

More info here: https://www.re-work.co/events/tech-berlin/schedule . 

Prof. Gammaitoni also gave a talk at the High Performance Computing (HPC) 
Info Day, organised by ETP4HPC and the European Commission (DG 
CONNECT) on behalf of the Public-Private Partnership (cPPP) on HPC with the 
local support of TERATEC, on Wednesday, April 9th, 2014 –in Paris, presenting 
the ICT-Energy (www.ict-energy.eu) initiative. 

Slides of the talk are available here: 

 http://www.nipslab.org/sites/nipslab.org/files/ICT-Energy-slide.jpg . 
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• In 2004, the project on the nonlinear 
Energy harvesting won the 1st prize for 
the Spin-off competition at the 
University of Perugia and among the 
first 10 in the National competition 
(The spin-off Wisepower srl was 
founded). 

• In 2009, the PI won the 1st prize at the 
national competition for research 
communication promoted by APRE 
(Agenzia per la Promozione della 
Ricerca Europea). 

• In 2010, the Spin-off Wisepower srl 
has been selected by the Italian 
Ministry for Innovation between the 
most innovative companies to 
represent Italy at the International 
Expo of Shanghai. 

Awards & Achievements 

“Micro	  and	  Nano	  Energy	  Harvesting":	  NiPS	  lab	  selected	  

for	  the	  Soft-‐landing	  Programme	  in	  Hong	  Kong	  
 

 

The project “Micro and Nano Energy Harvesting” presented by NiPS Laboratory 
(University of Perugia) has been selected by the experts of Hong Kong Science and 
Technology Parks Corporation to be presented during the meeting on 8 July in Hong 
Kong. The Soft-landing Programme for Technology and Innovation Collaboration has 
been launched in response to the growing interest of industry in Hong Kong looking for 
innovation and technology collaboration with renowned Universities and R&D 
institutes. 
  

Background of the Project 
The main goal of the work is the invention, design and prototipation of a new class of 
micro-powering systems for the energy consumption of stand-alone micro-electronic 
apparata like sensors or actuators. These powering systems are aimed at 
integrating/substituting the standard batteries even in electronic mobile devices of 
bigger dimensions. The principle of operation of these new micro-generators is based on the exploitation of energy present in the 
ambient (e.g. vibrations) and its conversion into electric power by using non-linear dynamics approach. The powering systems devised 
and prototyped by NipsLab can be used for all the stand-alone applications where a continuous energy supply is needed (wireless 
sensors…) and offer a good response in terms of dimension, duration, performance and environmental impact. 
Traditional batteries cannot be used for micro-devices for their big dimensions and for the environmental pollution caused by the 
heavy metals and polluting elements with which they are made. In electronic apparata the traditional batteries offer a short-time 
duration and their performances decrease in time for the number of usage cycles. 
The powering systems proposed can be well produced and scaled in micro-dimensions and are made mostly of recyclable or low 
polluting materials.  
For more information please visit http://www.hkstpsoftlanding.com/en_project03_green_details.php?id=36 . 
 

 

Landauer	  project	  consortium	  meeting	  held	  in	  
Delft	  

 
The Landauer project (www.landauer-project.eu) held a consortium meeting in 
Delft (NL) on March 6-7, 2014. 
The project, funded by the E.C. (FET Proactive G.A. 318287), is coordinated by 
NiPS (University of Perugia) and involves 4 European partners, world leading 
experts in nanoscale energy management. 
The scientific objective of the project is to test the fundamental limits in energy 
dissipation during the operation of physical switches representing the basic elements 
of logic gates, with specific reference to the fundamental limit arising from the 
decrease of information in the computation procedure, also known as Landauer 
limit. The technological objective is to introduce new conceptual devices, capable of 
trading the minimum amount of energy dissipated with the computational precision.   
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NiPS	  Summer	  School	  2014	  
ICT-Energy: Energy management at micro and 

nanoscales for future ICT 

Perugia (Italy), 14-18 July 2014 

The fifth edition of NiPS Summer School, organized by the Noise in 

Physical System Laboratory at University of Perugia, has been held in 

Perugia (www.nipslab.org/summerschool).  

The 2014 edition is devoted to "ICT-Energy: Energy management at 

micro and nanoscales for future ICT" and is supported by European 

Commission under the FET Proactive research projects  LANDAUER 

(www.landauer-project.eu), PHIDIAS (http://www.phidiasproject.eu) and the 

Coordination Action ICT-Energy (www.ict-energy.eu) and by the Office of 

Naval Research Global (USA).   

The school is organized into 3 specialized coures, covering the physical 

foundations and practical applications of energy management at micro and 

nanoscales in computing processes. 

For more information and the slides of the lectures, please visit 

www.nipslab.org/summerschool2014.  
 

 

Organized by:      Supported by:   

 

	    

Program	  
Registration	  	   	   July	  14	  	  

General	  session	  	   	   July	  14	  -‐	  15	  -‐	  16	  

Excursion	  and	  social	  dinner	   July	  16	  	  

Parallel	  project	  sessions	   July	  17	  –	  18	  
	  

-‐ ICT-‐Energy	  	  
	   	  

-‐ PHIDIAS	  
	  

-‐ LANDAUER	  
	  
Workshop	  	   	   July	  18	  

 
 
Participants at NiPS2014 – ICT-Energy during the excursion to Assisi (Italy). 
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Mechanical and electrical characterization of AlN 
multistable membrane 

 
Miquel Lopez-Suarez1, Igor Neri1 and Helios Vocca1 

1) NiPS Laboratory, Dipartimento di Fisica e Geologia, Universita di Perugia, I-06100 Perugia, Italy 
 

Abstract— The mechanical and electrical characterization of a 
square-drum piezoelectric membrane is presented. Deformation 
applied during the fabrication process induced nonlinearities on the 
membrane resulting in a multi-stable system. 

I. INTRODUCTION 
Energy harvesting has become one of the most attracting 
technologies to power low-power electronic devices[1,2]. In 
recent years the use of non-linear mechanical systems has shown 
to overcome some of the severe limitations of linear 
resonators[3-7], especially those at micro and nano-scale[8-10].  
 

 
Figure 1 –Image of the membrane and profile structure showing the material 
stack. The wrinkles in the membrane are not present in the central part of the 

membrane where it has the inertial mass, resulting in a flat surface. 
 

In this paper a 2x2mm2 piezoelectric membrane is considered as 
electromechanical transducer to harvest energy from mechanical 
vibrations. The membrane is clamped in a square-drum 
configuration. The profile structure of the membrane is pictured 
in Figure 1.  
The active material is composed by 300nm of AlN, with two 
layers of Molybdenum and Ti/Molybdenum acting as electrodes. 
The substrate has been etched along the four edges, leaving   part    
of the substrate in the center of the membrane, acting as inertial 
mass. During the fabrication process some stress has been 
induced on the membrane provoking wrinkles in the perimeter of 
the membrane. Those wrinkles induce nonlinearities on the 
mechanical response of the membrane. 
 

II. EXPERIMENTAL SETUP 
The membrane has been mechanically excited through a piezo 
stack (model Piezo Systems, Inc. TS18-H5-104)[11] drove with 

a band limited (5kHz) White Gaussian Noise (WGN) with 
variable amplitude. The suspension structure acts as mechanical 
filter. The excitation results in a wide band colored noise. The 
generated power has been estimated measuring the voltage drop 
over an optimal load of 40kΩ.  
 

  
 

Figure 2 - Experimental setup for optical-lever. The dynamic response of the 
piezoelectric membrane is measured with three photodiode in order to 

discriminate between horizontal and vertical tilt, and displacement. 
 
The mechanical response of the system has been measured using 
the optical lever method. A red (632nm) laser beam has been 
focused on the membrane, obtaining a spot on the sample of 
~100µm, smaller than the flat part of the membrane (see Figure 
1). In this way the reflected laser beam remains in the form of a 
spot and it is not deformed by the reflection.  
 
A translational displacement of the membrane, or a horizontal or 
vertical tilt, causes a displacement of the reflected spot. In order 
to discriminate between displacement and tilt, the reflected laser 
beam has been split into three. Three two-quadrant photodiodes 
detect the positions and displacements of the resulting spots. One 
is used to detect the vertical tilt and the other two, are combined 
in order to estimate horizontal displacement and horizontal tilt. 
Finally a CCD camera is used to align the laser spot on the 
membrane monitoring the experiment. The experimental setup is 
pictured in Figure 2. 
 

III. MECHANICAL RESPONSE 
The deformation applied during the fabrication have induced in 
the membrane some mechanical nonlinearities which outcome in 
the form of a multi-stable configuration. While no multi-

100 Mo
300 AlN

20/480 Ti/Mo 200 SiO

50nm Al203

675um Si Substrate Inertial
mass

FLAT
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stabilities have been observed in the displacement, four different 
stable positions, regarding horizontal and vertical tilt, have been 
observed. The four stable positions are evident in the bivariate 
histogram of the horizontal and vertical tilt, showing the four 
stable states pictured in Figure 3. 

 
 

Figure 3 – Bivariate Histogram of horizontal and vertical tilt. The piezoelectric 
membrane shows four different stable positions. 

 
The four wells are separated by potential barrier with 

different heights. The barrier separating the leftmost wells (L1 
and L2) from the rightmost (R1 and R2) is higher than the 
barriers between the lefts and rights wells. Furthermore, the well, 
denominated R1, has shown to be more probable suggesting a 
minimum in the potential energy. 

 

IV. ELECTRICAL RESPONSE 
The electrical response of the membrane has been characterized 
in different mechanical configurations, sweeping the external 
excitation intensity with different amplitudes. In Figure 4 the 
root mean square (rms) of the produced electric power is 
reported as function of the acceleration (expressed in g). 
Depending on the initial mechanical configuration of the systems 
the electrical response changes. For small excitations, when the 
external force is not enough to overcome the barrier between L2 
and R1, the dynamic of the system tends to be confined, 
oscillating only between L1 and L2, or R1 and R2, depending of 
the initial configuration. 

At the same acceleration the system oscillating between the 
right wells (R1 and R2) tends to produce more energy in respect 
to the systems oscillating between the left wells. This is mostly 
due to the fact that the mechanical displacement of the 
membrane is larger between R1 and R2 instead of between L1 
and L2, thus the stress on the piezoelectric element is larger, 
inducing a larger voltage produced. This behavior is clearly 
visible in Figure 4 where the electrical responses for the left 
wells and the right wells are compared. 
When the acceleration level is enough to overcome the central 
potential barrier (between L2 and R1) the system oscillates in all 
four wells, producing up to 4.10-4µW for 5g of noise. 

 

 
Figure 4 – Output power generated during external excitation. 
Two different behaviors are present depending on the initial 

configuration of the system. 
 

V. CONCLUSIONS 
A nonlinear membrane has been studied for energy harvesting 
purpose. Four different stable positions have been found 
analyzing the dynamics of the system. The electrical response of 
the piezoelectric membrane is strictly dependent on the 
mechanical configuration of the membrane showing that some 
nonlinearity can perform better than others.  
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Hardware/Software Approach for Code Synchronization in 
Low-Power Multi-Core Platforms  

 
Rubén Braojos, Giovanni Ansaloni and David Atienza 

Embedded Systems Laboratory  -  École Polytechnique Fédérale de Lausanne, Switzerland 
 
Abstract—Parallel processing is a promising strategy to reduce the 
power consumption of wireless body sensor nodes (WBSNs) while 
performing on-node signal processing. In fact, typical bio-medical 
applications running on these platforms consist of a series of 
consecutive phases, presenting different degrees of parallelism that 
can be mapped onto a multi-core platform. In this work we present 
a hardware/software approach to synchronize code execution in 
multi-core WBSNs in order to improve their energy efficiency. This 
new approach enables exploiting the benefits of voltage frequency 
scaling and provides the mechanism to maximize the benefits of 
single-instruction multiple-data architectures. It requires very little 
hardware resources and few adaptations at the application level, 
while introducing a negligible run-time overhead. The illustrated 
experimental evaluation highlights that a multi-core WBSN 
employing the proposed approach can reach energy savings of up to 
40% with respect to an equivalent single-core system when 
performing advanced bio-signal analysis.  
 

I. INTRODUCTION 

WIRELESS Body Sensor Nodes (WBSNs) are miniaturized 
and wearable systems, able to acquire and wirelessly transmit 
bio-signals allowing for the continuous monitoring of health 
conditions of patients. Energy efficiency is a key aspect of these 
devices, which typically need to operate over long periods of 
time supplied by small batteries. Smart WBSNs [1] (cf. Fig. 1) 
are a novel class of devices able to reduce the information to be 
transmitted through the power-hungry radio link and therefore 
their energy consumption. They perform on-node advance digital 
signal processing (DSP) over the acquired signals to retrieve and 
send only critical diagnostic data such as respiration, heart 
rhythm or abnormal cardiac phenomena. 
  In this context, low-power multi-core architectures have 
emerged as suitable candidates to improve the DSP energy 
efficiency of WBSNs [2]. These platforms are able to provide 
higher throughputs than a single-core system with the same 
power budget by exploiting the benefits of voltage-frequency 
scaling (VFS) and single-instruction multiple-data (SIMD) 
execution. However, synchronization techniques for multi-core 
platforms are often domain-specific, as trade-offs must be 
considered between flexibility and efficiency of 
implementations.  
Herein, we define a lightweight, yet flexible, synchronization 
methodology, which allows for efficient parallel execution of 
embedded bio-signal processing applications on low-power 
multi-core WBSN platforms. 
 

I. CODE SYNCHRONIZATION MECHANISMS 
  Bio-medical applications running on WBSNs are typically 
divided into a sequence of consecutive phases presenting 
different degrees of parallelism. For instance, Fig. 1 depicts the 

scheme of a typical electrocardiogram (ECG) analysis 
application: several streams of data or leads are acquired and 
conditioned independently and then, the resulting signals are 
combined and analyzed.  
 

  
Fig. 1.  Block scheme of a smart WBSN platform performing advanced 

electrocardiogram analysis. 
 

In this scenario, considerable energy savings can be achieved by 
pipelining the work into different computing units, i.e. different 
phases can be executed into different processors in parallel. As a 
consequence, the system timing constraint to achieve real-time 
execution can be relaxed enabling the reduction of the clock 
frequency and thus, lowering the required input voltage (VFS) 
leading to a considerable reduction in the energy budget. 
Moreover, same algorithmic phases applied over different 
streams of data can be performed in parallel by different cores 
reducing the number of accesses to the instruction memory (e.g., 
the conditioning phase of Fig. 1) thanks to SIMD execution. 
  In order to benefit from these characteristics, two main 
mechanisms need to be implemented into a multi-core WBSN. 
First, consecutive phases must have an efficient notification 
mechanism to enable producer-consumer relations. Second, 
parallel execution must be properly synchronized in order to 
maximize SIMD execution. In this last case, data-dependent 
branches can lead to divergences in the execution flow of 
different cores resulting in the loose of synchronization. Thus, 
lockstep execution must be enforced restoring synchronization 
after the execution of the conditional blocks of code. 
 

II. PROPOSED HARDWARE / SOFTWARE APPROACH 
  Our synchronization technique is not system-specific and can 
be equipped in any state-of-the-art multi-core WBSN. To 
maximize the energy savings, the system must be provided with 
multi-banked instruction and data memories and this last one 
must be divided into private and shared regions. Moreover, the 
presence of a broadcasting mechanism is crucial to exploit 
SIMD benefits. This mechanism is responsible of merging 
several requests of the same memory address during the same 
clock cycle into a single memory access leading to the 
corresponding energy savings. 
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  We introduce a lightweight synchronizer, which is connected to 
all the computing units of the platform and orchestrates the code 
execution. To this end, a small portion of the shared memory is 
reserved to allocate synchronization points, which track the 
processors that are involved at run-time in each synchronization 
event (i.e. data-dependent branches and producer-consumer 
relations). A minimal instruction set extension of the cores, 
consisting of four dedicated instructions, is proposed to 
manipulate the synchronization points.  
  No major effort has to be made at the application level to adapt 
existing bio-medical application to be executed on a multi-core 
platform using our synchronization technique. Three basic steps 
have to be taken: 

• Partitioning: applications need to be divided into 
consecutive phases and parallelism must be identified 
so that each sub-phase is executed in a different core.  

• Instruction insertion: producer-consumer relations and 
lock-step parallel code execution must be managed with 
the specific synchronization instructions. 

• Mapping: binary code of the different phases is placed 
in different instruction memory banks to reduce 
conflicts and benefit from broadcasting. 

III. EXPERIMENTAL RESULTS 
  We considered a state-of-the-art multi-core platform [2] 
employing 8 RISC cores connected to a multi-banked instruction 
memory (IM: 8 banks of 12 KB) and data memory (DM: 16 
banks of 4 KB) through combination logarithmic interconnects 
[3], which were modified to enable broadcasting. We have 
created a co-simulation framework composed of a SystemC 
cycle-accurate simulator, an RTL system implementation and the 
corresponding compilation tool-chain to obtain execution 
statistics and calculate the average power consumption of the 
system. 
 

 
 
Fig. 2.  Average power consumption of the different hardware components of the 
single-core (SC) and multi-core (MC) systems with and without synchronization. 
 
  To prove the effectiveness of our technique we have chosen 
three applications from the field of embedded electrocardiogram 
(ECG) processing, which are typically executed in WBSNs. 
First, a multi-lead filtering application (3L-MF [4]), which is 
used to de-noise several ECG signals acquired simultaneously, 
has been used to show the benefits of our technique when doing 
parallel computations of different streams of data. Second, a 

multi-lead delineation application (3L-MMD [5]), which after 
filtering locates the characteristic points of the ECG signal, has 
been chosen as an example of an algorithm presenting both 
parallelism and producer-consumer relations. And third, an 
analysis application based on a heartbeat classifier (RP-CLASS 
[6]) that selectively executes multi-lead delineation in the 
presence of abnormalities has been selected as an example of 
complex flow-control and unbalanced workload among cores. 
Fig. 2 shows the power consumption decomposition of the 
different components of the target multi-core WBSN with and 
without employing our synchronization technique and an 
equivalent single-core system. Several conclusions can be drawn 
from the given results. In all the cases a multi-core system 
employing the proposed methodology achieves higher energy 
efficiency reducing its power consumption up to 40% with 
respect to the single-core equivalent (3L-MF). 
Moreover, workload division among cores reduces the overall 
power consumption, but only when cores are properly 
synchronized, as shown in the case of the RP-CLASS 
application. Interestingly, fine-tuned workload balance is not a 
necessary precondition for obtaining energy savings. 

Table 1. Execution statistics on the multi-core (MC) system employing the 
proposed technique and in the equivalent single-core (SC) system. 

 
  Table 1 shows some statistics of the executed experiments. Due 
to the workload distribution, the system clock can be reduced in 
all the cases leading to a more relaxed timing constraint that 
allows for reducing the input voltage more than 15%. Moreover, 
the number of memory accesses is reduced in more than 40% 
thanks to broadcasting. As a consequence, the overhead 
introduced due to the extra hardware and higher complexity of 
the multi-core platform is compensated, as shown in Fig. 2, due 
to the benefits of VFS and SIMD execution. Finally, the extra 
binary code and the run-time overhead due to synchronization 
can be considered as negligible, representing less than 3% of the 
issued instructions in all cases. 
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 3L-MF 3LMMD RPCLASS 
SC MC SC MC SC MC 

Active cores 1 3 1 5 1 6 
IM Bcast. (%) - 40,3 - 23,4 - 10,3 
DM Bcast. (%) - 3,7 - 2,8 - 1,1 
Clock Freq. (MHz) 2,3 1,0 3,4 1,0 3,3 1,0 
Code overhead (%) - 2,6 - 0,9 - 0,7 
Run-time overhead 
(%) - 1,7 - 1,0 - 0,6 
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Abstract— The relation between the electrical power and the error 
rate of general purpose logic gates is generally not declared by the 
producers among the device's parameters. This is work is devoted to 
investigate if, for different operating conditions, there is a relation 
between the energy required for each logical operation and the 
error rate of this operation. One NAND gate of the AUP family 
(Advanced Ultra-Low-Power CMOS gates) from Texas Instruments 
has been used and integrated in a dedicated printed circuit board 
for testing. 
 

I. INTRODUCTION 
The relation between electrical power and error rate in 

nowadays general purpose logic gates is generally not declared 
in the data-sheet of commercial devices. Generally only the 
relations between voltage and power or frequency and power are 
declared among the all of data offered to the user. 
Typically no errors are expected in logical operations, but 
reducing the power can lead to an increase of the error rate [1]. 
If an error rate can be tolerated, it can be interesting to explore 
the possibility to further reduce the power consumption of a logic 
gate. This can be done reducing the static and dynamic current 
required by the gate going beyond the lower limit stated by the 
producer. In these conditions the behavior of the logic gates is no 
more guaranteed. So it can be interesting to understand if there 
can be a relation between power and error rate. 

II. POWER AND ERROR RATE 
Fig. 1 shows the function table and the symbol of a NAND logic 
gate. An error happens when, given the state of the two input 
signals A and B, the output doesn't respect the value in the Y 
column. 
 

   
Fig 1. Function table of the NAND gate. 

In an ultra-low-power general purpose device, the static current 
can typically be as low as 0.5 µA and the power dissipation 
capacitance can be around 4 pF [2]. 

The supply voltage range can be extended down to 0.8 V: this 
means that the logic “0” can be represented with a voltage 
between 0 V and 0.24 V (30% of the supply voltage VDD), while 
a logic “1” can be represented with a voltage between 0.56 V 
(70% of the VDD) and 0.8 V (standard CMOS thresholds scaled 
down to 0.8 V logic). 

Reducing the supply voltage, the two thresholds become 
closer and closer and the electrical noise can be more and more 
important to drive a change in the logic state: the distance 
between the two states reduces to 0.32 V (40% of the VDD). 
Depending on the internal structure of the gate, this can lead to a 
reduction in the power consumption, but it is important to control 
the error rate. 

IV. NAND GATE 
The device under test is the general purpose SN74AUP1G00 
from Texas Instruments [2]. This single 2-input positive-NAND 
gate performs the Boolean function ! = ! + ! or ! = ! + !. 
The AUP family meets the industry's low-power needs in 
battery-powered portable applications. This family ensures a 
very low static and dynamic power consumption across the entire 
VCC range of 0.8 V to 3.6 V. This results in an increased battery 
life. 

Comparatively, AUP consumes 91 % less static and 83 % 
less dynamic power than the industry standard 3.3 V low-voltage 
logic technologies (Fig. 1). In turn, AUP technology allows for 
73 % more battery life than 3.3 V low-voltage logic 
technologies. AUP offers the industry's lowest power logic 
technology, with a current consumption of 0.9 uA of static Icc 
(in the range -40°C – 85°C), and a CPD of 4.5 pF (typ), without 
sacrificing speed and signal integrity while maintaining a wide 
operating range of 0.8 V to 3.6 V. 

 

 
 

Fig 2. Static and dynamic power consumption. 
 
Along with power, speed remains a critical aspect of portable 
application designs. AUP provides the best speed-power 
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technology of choice in the industry, with typical 
propagation delays of 2.0 ns at 3.3 V (3.0 ns at 1.8 V).  
Compromising signal integrity is not an issue with AUP as 
tightly-controlled output-signal edge rates yield excellent signal 
integrity. Additionally, AUP's built-in hysteresis at the data 
inputs provide for enhanced noise immunity. Unfortunately, in 
the data-sheet of this and other components there is no reference 
to any relation between power and error rate, so this 
characteristic can be interesting to investigate. 

V. EXPERIMENTAL SETUP 
To obtain a relation between power and error rate, an 
experimental setup has been thought and designed: it is depicted 
in Fig. 3. 
 

 
 

Fig. 3  Block diagram of the experimental setup. 
 
The experimental setup is mainly composed by: 

• the gate under test; 
• current-to-voltage converters; 
• logic level translators; 
• a variable voltage supply; 
• an analog thermal sensor.  

 
The inputs and outputs are common 3.3 V CMOS level signals. 
They can be generated by a general purpose signal generator or a 
dedicated system connected to a computer. The logic level 
translators converter the I/O signals from the 3.3 V CMOS levels 
to a lower voltage (down to 0.5 V) CMOS logic and viceversa, 
accordingly to the supply voltage of the gate. 
The voltage regulator can be controlled by an external reference 
(e.g. a DAC).  
The current-to-voltage converters are based on differential 
amplifiers and precision resistors. The gain is fixed to 1000, so it 
is easy to obtain the currents from the measured voltages. 
Four currents will be measured: 
 

• the two currents at each input pin (A and B) of the 
NAND gate; 

• the current at the output pin (Y) of the NAND gate; 
• the current entering the supply pin of the NAND gate. 

 

The NAND gate can work as a true NAND or as a NOT gate 
simply forcing high one of its two inputs.  
To perform the test, a series of bit is sent to the input of the gate 
under test and, at variable voltage, frequency and temperature. 
The output of the NAND is compared with the input signal in an 
XOR operation. If they are different, an error occurred and a 
counter is incremented. The error rate can be calculated by the 
ratio of the errors and the number of bit generated. This number 
will be the desired error rate versus power. 

VI. EXPECTED RESULTS 
At this time the measurement are running and it is early to 
publish any results. 
By the way, reducing the power consumption of the gate, the 
number of errors of the NAND operation is expected to increase.  
Several tests will be performed varying: 
 

• the supply voltage; 
• the frequency of operations; 
• the temperature. 
•  

These parameters will be changed singularly or in couple. 
The amount of errors is expected to be inversely proportional to 
the amount of power consumption, but it has to be demonstrated. 
Several graphs of the power versus error rate at different supply 
voltages, frequency of operation or temperature will be 
produced. 
Given that the internal structure of the NAND gate is not 
declared in the data-sheet, the results are not trivial to be 
obtained and to understand. 
Another important parameter to test will be the propagation 
delay versus the power consumption. Generally the delay rises 
when the supply voltage goes down to the lower limit. 
These tests will be useful to understand how to optimize and 
design the future logic gates. 
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I. INTRODUCTION 

The increasing power and energy consumption of modern 
computing devices are critical to technology minimization and 
the associated gains in performance and productivity. On the one 
hand, we expect technology scaling to finally come face-to-face 
with the problem of “dark silicon” (only segments of a chip can 
function concurrently due to power restrictions), which will push 
us to use devices with completely new characteristics. On the 
other hand, as core counts increase, the shared memory model 
based on cache coherence will severely limit code scalability and 
increase energy consumption. Therefore, to overcome these 
problems, we need new computing paradigms that are radically 
more energy efficient. 

These problems of energy consumption scale beyond the 
computing node to the data center where consumption is 
independent of the computing load of the system [1]. The nodes 
keep state in memory and on local disk which means that they 
cannot be turned off even if the load is low.  Moreover, making 
individual servers energy-proportional without any vital 
architectural changes. In ParaDIME, we will explore scheduling 
between the computing nodes by employing a mechanism for 
maintaining the state that allows switching off nodes when their 
load is low. At the same time, data centers have high power 
consumption even when they are idle due to the fact that CPU 
loads are often kept between 10%-30% [1] in order to be able to 
react to sudden peaks in load.  In ParaDIME, we will employ a 
mechanism that raises the CPU load to 90% while at the same 
time adhering to Service Level Agreements (SLAs). 
The high level objectives of the ParaDIME Project can be 
summarized as follows: 
• Objective 1: To develop an energy-aware programming 

model driving an associated ecosystem, the ParaDIME 
Computing Node / Stack (applications, runtime and 
architecture) that combines energy efficient SW 
programming and HW design methodologies and utilizes 
new emerging devices at the limit of CMOS scaling to 
radically decrease energy consumption; to quantify the 
energy savings from employing these methodologies by 
running several real-world power-hungry applications to 
stress test this Computing Node / Stack. 

• Objective 2: To build a reference Data Center (Infrastructure 
as a Service or IaaS) platform that incorporates new energy 
conscious workload scheduling techniques utilizing 
information from the runtime to radically decrease energy 
consumption; to quantify the energy savings from 
employing these techniques by running several real-world 
power-hungry applications to stress test this Data Center 
platform. 

II. PROJECT FLOW 
ParaDIME stands for Parallel Distributed Infrastructure for 
Minimization of Energy. As the name states, this project is 
defined for minimization and optimization of energy 
consumption for the data center. The Figure 1 presents a global 
view of the project which is based on several energy 
minimization methodologies. In the Figure 1, there are two 
computing nodes are shown, First node is the prototype 
developed with the simulator and second node is the real 
hardware.  The various energy efficient methodologies, which 
are proposed in this project at different level are given below:  
• Programming model level 

o Message passing 
o Error detection/recovery 
o Approximate computing 

• Runtime level 
o Energy aware scheduling 

• Architectural level 
o Approximate computing  
o Task specific accelerators 
o Operation below safe Vdd 

• Device level 
o Emerging device 

 

 
•  

Figure 1: The ParaDIME Infrastructure 

In this paper, we will discuss about the work in progress of 
combining different error detection mechanism and transactional 
memory for energy efficient computing below safe operation 
voltage [1] and message passing which is one of the several 
crucial methodologies described in the project to minimize the 
energy. By decreasing the voltage, the occurrence of failures 
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increases drastically and without mechanisms for reliability, the 
systems would not operate any more [1]. For reliability we need 
(1) error detection and (2) error recovery mechanisms. 
According to our preliminary results, using reliability schemes 
combined with transactional memory for error recovery gains 
energy by 54 % while providing a reliability level of 100 %. 

III. OPERATION BELOW SAFE VDD 
In our previous studies, we extended the gem5 simulator in order 
to implement FaulTM, a replication-based error detection 
scheme combined with an error recovery mechanism based on 
transactional memory [2].  In the ParaDIME project, we started 
with this FaulTM-simulator which has the capability of 
simulating both sequential and parallel applications.  It measures 
the error detection overhead, the error recovery overhead and the 
reliability performance.  The equation (1) given below is used to 
calculate the probability of the transaction fault (PTXf), where 
PALU denotes the error rate of the execution unit and s denotes the 
size of a transaction.  
 

  PTXf = 1- (PALU)s  (1) 
 

Thus assuming that the failing probability of a transaction is 
PTXf and the energy required for re-execution is ETX; we 
calculate the energy spent for recovery (Erecovery) is given by the 
following equation (2). 
 

Erecovery = ETX * PTXf * (1/(1-PTXf))                 (2) 
 

IV. RESULTS 
In this section, we analyze the feasibility of applying the error 
detection schemes with TM-based error recovery. We are 
specifically interested in how much we can lower the voltage 
while still providing high error detection capability. For the 
evaluation we consider the following two scenarios: 1) We 
investigate the energy overhead of the error detection schemes 
and the combined error detection and recovery and 2) 
combination of different error detection schemes. Our 
preliminary results are shown in the Figure 2 and Figure 3. 

 
Figure 2: Energy for transactions with 100 instructions 

In Figure 2, we summarize the performance of all applications in 
the SPLASH benchmark by averaging their energy consumption. 
The energy consumption is normalized to the error-free base case 
in which 2V supply voltage is used. From this graph (Figure 2), 
we can observe that when a transaction consists of 100 
instructions, Double Modular Redundancy (DMR) starts to 
outperform the base-case, when Vdd is 1.4V (up to 28% 
reduction) or 1.2V (up to 54% reduction). Due to the increase in 

the fault rate, the probability of faults causing rollbacks 
repeatedly becomes significantly high. Thus, the energy 
consumption of DMR increases drastically after this voltage 
level.  

There is a trade-off between energy efficiency and reliability, 
as we can see for DMR and symptom-based error detection and 
TM recovery. Thus, we can for example combine symptom-
based error detection and DMR for consuming less energy, but 
providing full reliability for critical parts. In Figure 3, we 
analyzed the energy overhead of this combination in comparison 
to the base case and DMR only for a transaction size of 100 
instructions. We assume that 30, 50 or 70% of the application are 
only secured by symptom-based error detection. With this 
combination it is possible to lower the Vdd to 1 V (in comparison 
to 1.2 V with DMR only) and still be more efficient than the base 
case. Specifically, we reduce the energy consumption by 66\% in 
comparison to the base case. 

Figure 3. Combination of different error detection schemes 

VII. CONCLUSION 
To improve the energy-efficiency of modern CPUs, one can 
reduce the supply voltage of cores. Reducing the supply voltage 
increases however the likelihood for wrong executions of 
programs. In this paper, we proposed using transactional memory 
(TM) for rolling back the effects of wrong executions. To reduce 
energy consumption, one needs an error detection scheme that 
has both a sufficient coverage and a low overhead. Based on our 
evaluation, we conclude that one can reduce the energy 
consumption of CPUs, in particular, if we have efficient 
hardware support for TM and for error detection. An open 
question remains with respect to how to effectively protect the 
TM itself against transient errors caused by lowering Vdd. Future 
work of this methodology will focus on the development of  SW 
(programmer-driven) and HW methods to operate below the safe 
Vdd limit using selective replication to detect and correct 
sporadic errors and also devise a probabilistic model for near- 
and far- future devices that provides failure rates for SRAM cells 
when Vdd is below the safe limit in order to build a statistical 
distribution. 
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Abstract—The idea that switching one bit of information requires a 
minimum heat production in the range (1;3)KbTlog(2) is 
widespread in the ICT community[1]. We show here that a protocol 
for zero-energy switching is indeed feasible, according to Landauer 
principle.  

 

VIII. INTRODUCTION 
INFORMATION and heat production are linked by Landauer 

principle[2]. Its most general formulation states that any 
computing device is a physical system, so it has to obey the laws 
of thermodynamics. This statement is often replaced with one of 
his consequences, i.e. resetting with no error one bit of 
information at a fixed temperature T produces an amount of heat 
Q with  
          Q ≥KbT log(2).    (1) 
 
Here Kb  is Boltzmann constant and KbT log(2) is the minimum 
heat generation required in reset protocols. At room temperature 
this quantity is approximately 10-21J, so small that, although fifty 
years old, experimental verification of this result is recent[3]. 
This points out that the theoretical framework known as 
Landauer principle has still to be tested. Moreover, this lack of 
experiments led to some misconceptions that are now rooted. For 
example, it’s accepted in the ICT community that switching one 
bit of information requires a minimum heat production in the 
range of (1;3)KbT log(2) [1]. We prove here that this statement is 
false, describing a switching protocol that can be realized with 
arbitrarily small heat generation and using it in two different type 
of numerical simulations.  
 

II.THE SWITCHING PROTOCOL 
 

We firstly define the minimum theoretical framework needed to 
prove our result. One bit of information is described in terms of a 
physical two-state system in contact with a heat bath at constant 
temperature T. Its time evolution  is described by the continuous 
dynamics of a single degree of freedom x(t) representing a 
relevant observable, e.g. the position of a colloidal particle, the 
angle of the magnetization vector with respect to a reference axis 
or the quantity of an electric charge. To encode binary properties 
of the bit, logic states 0 and 1 are associated with x<0 and x>0 
respectively. Physical confinement of x and logic states stability 
are ensured with a potential U(x) which is bistable and 
symmetric with respect to x=0. This way, an energy barrier ΔU 
separates the two logic states, preventing random switching for 
times of the order of exp(ΔU/KbT). 
Due to the presence of a heath bath, x(t) dynamics is describes by 
a stochastic Langevin equation of the kind 

  

                !! = − !" !
!"

− !! + ! ! + !(!, !)                 (2) 
 

where m is an effective mass, − γ ẋ  represents the dissipative 
properties of the system, ξ(t) is the stochastic force arising from 
thermal fluctuations and F(x,t) is the sum of the external 
conservative forces used to change the logic state of the bit. With 
the aid of eq.(2) it's possible to write an equivalent  Fokker-
Planck equation which describes p(x,t), the probability density 
function of having x at time t. This quantity allows to write the 
instantaneous probability of being in the logic 0 (P0(t)) and 1 
(P1(t)) state 
   

                                  !! ! = ! !, ! !",      !! ! = ! !, ! !",      !
!!

!
!!   (3) 

 
with P0(t)+P1(t)=1, and also Gibbs entropy 
 
                                            !! ! = ! !, ! log ! !, ! !"!

!! .                  (4) 
 

The most general statement of Landauer principle is 
expressed in term of Gibbs entropy: any computing physical 
device showing an entropy change ΔSG while used to manipulate 
information, produces an amount of heat according to  
 
   Q ≥- TΔSG.          (5) 
 
When equality is satisfied, the device is said to operate with the 
minimum allowed heat generation Qmin. Quantity -TΔSG is 
usually named Landauer limit. Eq.(1) is a particular case of this 
more general result.  

Switching one bit means that at the beginning the system is in 
a pure logic state (for example 0), and is brought through 
application of forces F(x,t) in the opposite one (1) with no error. 
To perform switching with 
 
    Qmin=-TΔSG=0                (6) 
and to reach this limiting value, F(x,t) is assumed to be such that: 
1) x average value is always kept close to the minimum of the 
modified potential well (zero total force). 2) switching has to 
proceed with an arbitrarily small velocity (zero dissipation due to 
friction). 3) at the end of the protocol the energy landscape has to 
be again U(x), so to cyclically use the same bit. 4) SG has to 
remain constant during the whole transformation; actually, eq.(6) 
is implied by ΔSG=0, without any other concern for intermediate 
steps. We impose this stronger requirement to minimize energy 
exchanges between the reservoir and the system.  
One way to implement this transformation, shown in Figure 1,  is 
to slowly and rigidly translate the left well of U(x) to the right so 
that  p(x,t) change the position of its maximum but not its shape.  
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III.NUMERICAL SIMULATIONS 

 
We tested these conclusions with the aid of numerical 

simulations. Two different physical systems were used. The first 
one is an underdamped colloidal 1-Dim particle in a Duffing 
potential; x(t) is particle position, whose time evolution is eq.(2). 
 

 
Fig. 1.  Sampled time evolution of a zero energy expenditure switching. From the  
top to the bottom. At the beginning (first subplot), the potential energy landscape 
is given by U(x) (blue line), and the initial probability density function p(x,t) (red 
line) is peaked in the left well (the system is in a pure logic 0 state). Than, 
external conservative forces F(x,t) are applied, so the energy landscape is 
modified. Distribution p(x,t) evolves according to the applied forces. Second, 
third and fourth subplots illustrate some intermediate steps of the transformation: 
the evolving energy landscape has a traveling well which doesn't locally change 
its shape around its minimum.  This, together with a slow time change in F(x,t), 
implies that p(x,t) is rigidly translated and dSG=0. A the end of the protocol (last 
subplot), external forces vanishes so the energy landscape is U(x) and p(x,t) is 
sharply peaked in the right well of the potential. Application of eq.(3) gives that 
the bit is switched from state 0 to state 1 with the constrain ΔSG=0. Minimum 
heat generation is than given by eq.(6).	  
	  
Switching is obtained through the analytical expression of the 
protocol illustrated in Figure (1). Heat is measured as 
   

! = − !" !
!"

+ !(!, !) !" − !!!!!!"#$%!
!!

!!"#$%!
!!        (7) 

 
where <. .>  denotes the average over an ensemble of protocol 
realizations and  tswitch  is protocol duration. 
The second system is an anisotropic nanomagnet; x(t) is the 
magnetization angle of the nanodot. Its time evolution is given 
by the Langevin equivalent of Landau-Lifshitz-Gilbert equation. 
Adiabatic switching is performed on the nanodot, being this no 

more than the magnetic expression of the protocol illustrated in 
Figure 1. Heat is the average area of nanodot hysteresis cycles 
measured over many repetitions of the protocol[4].  

  Results are plotted in Figure 2, with blue data for the 
colloidal particle and red data for for the nanomagnet. It's easy to 
see that both data series go below KbT log(2) (black line) when 
switching time tswitch  becomes sufficiently large. Moreover, 
Q→0 if the duration of the switch protocol becomes arbitrarily 
big, consistently with Landauer limit given by eq.(6). 
  We have thus shown that the widespread idea that bit-switching 
requires a minimum heat production in the range (1;3)KbT log(2) 
is false. Landauer limit for such procedure is given by eq.(6) and 
the protocol we defined is a good way to approach such limiting 
value, at least when tswitch becomes sufficiently large. Since these 
results were obtained with physical devices that are very different 
between each other, those are of general validity and not system-
dependent. An extended treatment of this same topic is available 
in [5], where the switching protocol here exposed is also studied 
with respect to bit-resetting. 
 

 
Fig. 2.  Dissipated heat in units of KbT log(2) as a function of increasing 
switching time. Blue axis and data are for a colloidal 1-Dim particle in a Duffing 
potential. Simulation parameters are taken from [3] with the exception of 
m=11·10-15Kg and  ΔU=30 KbT. Red axis and data are for an anisotropic 
nanomagnet with an energy barrier  ΔU=40 KbT. For more details on 
nanomagnetic simulation parameters see [5]. Black line is KbT log(2). Both data 
series go below this value for large tswitch. Linear regression performed over 
colloidal particle simulations shows a power law Q∝(tswitch)-0.8. Increasing tswitch 
makes Q approach the limiting value given by eq.(6).	  
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Abstract—The static estimation of the energy consumed by program 
executions is an important challenge, which has applications in 
program optimization and verification, and enables energy-aware 
software development.  An approach has been proposed previously 
that estimates such energy as functions on a program's input data 
sizes [1]. This approach has been further adapted to the LLVM IR 
level, making use of techniques developed in our theses. The work in 
the first thesis deals with the propagation of an existing ISA level 
energy model to the LLVM-IR level, through a mapping technique, 
to assign energy values to each instruction at that layer. Using these 
propagated energy values, the work in the second thesis deals with 
the conversion from the LLVM-IR format to a Horn clause-based 
representation, so that existing analyses can be used to infer energy 
cost functions on the input data sizes. Experimental results show 
that our LLVM layer analysis is reasonably accurate and more 
powerful than our previous analysis at the ISA layer. 
 

I. INTRODUCTION 

Static analysis infers information about the execution of 
programs without actually running them. Developing energy-
efficient software needs static analyses that estimate the energy 
consumed by program executions. Such estimations can be used 
for the verification of energy related specifications, allow 
automatic optimizations, and also help the system developers to 
better understand the effect of their designs in energy 
consumption. 

In [1] we developed a static analysis approach that infers the 
energy consumed by programs as functions on their input data 
sizes, using an energy model defined at the Instruction Set 
Architecture (ISA) layer for the Xcore architecture described 
in[3]. Although precise energy models can be constructed at the 
ISA layer (because it is close to the hardware), performing the 
analysis at this layer has the problem that some information 
related to program structure and typing information is lost, which 
limits the power of the analysis. 

In this work we try to address this issue, by performing the 
analysis at LLVM-IR layer. The mapping technique allows to 
propagate the existing energy model at the ISA layer up to the 
LLVM layer by mapping segments of ISA instructions to 
LLVM-IR instructions, to feed the analysis at this level. 
Although the approach has been applied to programs written in 
the XC language running on Xcore architectures, it can be easily 
adapted to other languages targeting the LLVM toolchain or 
architectures supported by LLVM. Section II describes the 
mapping techniques developed in the first thesis followed by the 
transformation and analysis techniques in section III developed 
in the second thesis. In section IV, the experimental results are 
presented evaluating the combined techniques for the proposed 
approach. Conclusions and future work are discussed in section 
V and VI respectively.  

 

II. MAPPING TECHNIQUES 

To enable the analysis at the LLVM-IR level we need a    

mechanism to propagate the existing energy model at the ISA 
layer up to the LLVM layer. The mapping technique described in 
this section serves this by creating a fine grained mapping 
between segments of ISA instructions to LLVM-IR instructions, 
in order to enable the energy characterization of each LLVM-IR 
instruction in a program. 

Our mapping technique leverages the existing debug 
mechanisms in the XMOS compiler toolchain. This mechanism 
serves the debugging process used by a programmer to 
investigate and fix potential bugs in a crashing application or any 
other kind of faulty program behavior. The main idea is to find 
which ISA instructions correspond to which LLVM-IR 
instruction. During the lowering phase of the compilation, the 
LLVM-IR code is transformed to the specified architecture ISA 
code by the back-end of the compiler. The Debug Information 
(DI) is also stored alongside with the ISA code using the 
DWARF standard format[2]. Tracking these information can 
give as an n:m relationship between the two layers, because one 
source code instruction can be translated to many LLVM-IR 
instructions and therefore many ISA instructions. This n:m 
relation is not adequate to fit the static analysis, with precise 
energy values. There is a clear need for a more fine grained 
mapping. 

To address this issue, we created an LLVM pass which 
traverses the LLVM-IR and replaces the Source Location 
Information with LLVM-IR location information, right after all 
the optimization passes and just before emitting the ISA code. In 
this way, we achieved to have an 1:m relationship between the 
mapping of LLVM IR instructions and ISA instructions. Also by 
doing it after the LLVM optimizations passes the optimized 
LLVM-IR is closer to the ISA code than the unoptimized one, 
which will go through a series of transformations. There are also 
some optimizations happening during the lowering phase, such 
as peephole optimizations and some late target specific 
optimizations, that can affect the mapping but not to the same 
degree as the LLVM optimizations. After the mapping is done 
for a specific program, the associated energy values for the ISA 
instructions corresponding to an LLVM-IR instruction are 
aggregated and then associated to the LLVM IR-instruction. 
Although we use the XMOS tool-chain for the mapper tool, the 
approaches and techniques employed are generally transferable, 
due to the use of the common LLVM optimizer and code 
generator, and the use of the DWARF standardized debugging 
data format, used by many compilers and debuggers to support 
source layer debugging. 

 

III. TRANSFORMATION BASED ANALYSIS 
FRAMEWORK 

Our approach to the analysis of a XC program consists on: 1) 
generating the LLVM-IR for such program using the XMOS xcc 
compiler, 2) transforming the LLVM-IR into a representation for 
analysis that is based on Constraint Horn Clauses (CHC), 3) Use 
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the CiaoPP resource usage analyzer to infer energy consumption 
functions for each predicate in the CHC program, which depend 
on input data sizes, and 4) Mapping analysis results back to the 
XC source code.  

The transformation is performed by representing each 
LLVM- IR block as a Horn clause (in Ciao language) where the 
literals in the clause's body correspond to LLVM-IR instructions 
in the block's body. Each clause's head consists of the name of the 
LLVM-IR block together with the input/output arguments. The 
input/output arguments are inferred for each LLVM-IR block 
via a fix-point analysis over the program's control flow graph. 
The jump instructions among LLVM-IR blocks are transformed 
into calls. For conditional jump instructions, the target blocks are 
treated as the clauses of the same predicate in CHC 
representation.  

Since LLVM-IR is a typed representation, the types are 
transformed as well to their counterparts in Ciao language. Most 
of the LLVM primitive types are transformed to the primitive 
regular types in Ciao language. For user-defined types the Ciao 
regular types are constructed during the transformation phase. 
This enables the analysis to infer energy consumption functions 
that depend on the sizes of the elements of richer types in the 
source program. The transformation ensures that the program 
information relevant to energy consumption is preserved.  
The analysis is based on setting up and solving recurrence 
equations (cost relations over the CHC representation of LLVM-
IR) that represent the energy used by LLVM-IR blocks and 
solving them in order to find closed-form functions that depend 
on the sizes of some input arguments. 

IV. EXPERIMENTAL EVALUATION 

We have selected a series of benchmarks for the experimental 
evaluation of our techniques. Power measurement data was 
collected for the Xcore platform, by using appropriately 
instrumented power supplies, a power sense chip and an 
embedded system for controlling the measurements and 
collecting the power data. The column “llvm” in Table 1 shows 
the average error for each benchmark we analysed at the LLVM-
IR layer compared to the hardware. Also for comparison 
purposes under the column “isa” we are providing the results of 
the analysis done on the ISA level in the preliminary work [1]. 
 

Program  
Error vs. HW  ISA/LLV

M llvm  isa  
fact 4.5%  2.86%  0.94  
fibonacci 11.94%  5.41%  0.92 
sqr 9.31%  1.49%  0.91  
poweroftwo 11.15%  4.26%  0.93  
reverse 2.18% N/A  N/A  
concat 8.71% N/A  N/A  
matmult 1.47%  N/A  N/A  
sum_facts 2.42%  N/A  N/A  
Average 6.46%  3.50%  0.92  

Table 1: LLVM vs. ISA layer analysis accuracy 
 

Experimental results show that ISA analysis estimations are more 
accurate than LLVM-IR estimations, although not too much. 
However, some programs cannot be analysed at the ISA layer 
but can be analysed at the LLVM-IR layer since most of the 
program structure and typing information is lost.  

V.   CONCLUSION 

In [1] a static analysis approach was developed that estimates 
energy consumption as functions on program's input data sizes. 

The approach has been further extended to LLVM-IR level 
which make use of techniques developed in two PhD theses.  In 
the first thesis a mapping technique leverages the existing debug 
mechanisms in the XMOS XCore compiler toolchain for the 
propagation of an existing ISA level energy model to the LLVM-
IR level. Using the propagated energy values, the work in the 
second thesis deals with the conversion from the LLVM-IR 
format to a Horn clause-based representation, so that existing 
analyses can be used to infer energy cost functions on the input 
data sizes. Experimental evaluation shows that performing the 
static analysis at the LLVM-IR layer is a good compromise, since 
1) LLVM-IR is close enough to the source code layer to preserve 
most of the program information needed by the static analysis, 
and 2) LLVM-IR is close enough to the ISA layer to allow the 
propagation of the ISA energy model up to the LLVM-IR layer 
without significant loss of accuracy.  

VI. FUTURE WORK 
The experimental evaluation demonstrated that the mapping 
technique can  propagate the existing ISA energy model to the 
LLVM-IR layer and enable the analysis with an acceptable 
error. We've already identified some cases where the mapping is 
not as precise as expected and we are planing to address them. 
The mapping technique currently, does not take into 
consideration the FNOPS introduced in the pipeline under some 
instruction scheduling scenarios which create inaccuracies. 
Another source of inaccuracies is due to the code lowered from 
Phi nodes.  
Using this mapping technique we plan to obtain an LLVM-IR 
stand alone energy model by applying it to a large set of 
programs and perform a regression analysis to identify energy 
values for each LLVM IR instruction. Finally, we plan to extend 
the idea of mapping energy values from the ISA layer to the 
LLVM-IR to also map timing information. This will allow us to 
incorporate timing analysis in our existing analysis. 

LLVM-IR is in partial Static Single Assignment (SSA) form 
(up to the variable names only), which makes it difficult to model 
memory operations in the presence of derived types (arrays, 
structures etc.) as well as pointer arithmetic. Particularly in the 
programs where memory locations of a derived type changes the 
control flow of the program at the same time gets updated more 
than once in the program execution. A possible solution to be 
explored in these scenarios is to convert LLVM-IR to hashed 
SSA. The transformation based analysis approach as well as the 
mapping techniques showed promising results for the sequential 
programs, however, we plan to extend our techniques for 
concurrent programs.   
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Abstract—Embedded systems often have strict energy consumption 
requirements, allowing them to operate in environments where heat 
removal is difficult, or the supply of energy is limited. Energy 
efficient hardware operates at the behest of the software running on 
it. Software engineers must write code that is a good fit for the 
underlying hardware in order to get the best efficiency. This Thesis 
proposes modelling techniques that connect the energy 
characteristics of modern, multi-threaded, multi-core embedded 
hardware, to the software running upon it, in order to provide 
energy consumption data from a software perspective, giving insight 
into code's energy consumption. This paper gives an overview of 
this work, focusing on multi-core communication energy 
measurements taken using the Swallow many-core research 
platform. 

I. INTRODUCTION 

MULTI-THREADING and multi-core processing is no longer 

the preserve of data-centers or desktop computers. Modern 
embedded systems frequently exploit such techniques in order to 
provide greater performance and capabilities than previous 
generations. In an embedded system, the need for energy 
conservation is driven by requirements such as device size, heat 
dissipation, battery capacity and power supply limitations. 
Software has been identified as a significant contributor to the 
total energy consumption of a system, as the system state is 
largely governed by that software [4]. Thus, tools that can 
convey system energy consumption at the software level can be a 
valuable aid in reducing energy. 
Multi-threaded and multi-core processors introduce new 
challenges over their simpler counterparts, such as the energy 
implications of task placement across cores and the 
communication between them, in addition to the pipeline 
behavior of a multi-threaded architecture. The primary case 
study for this Thesis is the XMOS XS1-L processor, a hardware 
multi-threaded device with a routed communication network 
between cores. Several areas of research are combined in order 
to further the state of the art in energy modelling software for this 
type of system: 
• Analysis of the energy saving features of modern 
embedded processors and how they interact with software under 
the constraints of a real-time environment. 
• Relating software instructions to system energy through 
the use of Instruction Set Architecture (ISA) modelling, targeted 
for a multi-threaded micro-architecture. 
• Using a network of many-core processors as an 
experimental platform for analysing the impact of 
communication and computation in such a system. 
• Combining ISA level energy models with network-level  
energy simulation in order to relate the software’s energy impact  
on the whole system. 
In this paper, we focus upon on the network level model, the 
Swallow many-core research platform upon which tests are 
performed, then present preliminary results using example 

embedded software, and describe how this work is being 
combined with ISA level modelling to give a more complete 
analysis of the software’s impact on system energy. 
 

II. CORE AND NETWORK ENERGY MODELS 
ISA-level energy models have been proposed at several levels of 
granularity, from simple per-instruction measurements [1], down 
to more intricate representation of the energy impact of 
instructions and data in the processor pipeline [2], up to higher-
level approximations based on profiling frequently used blocks of 
instructions from software libraries [3]. The core level model for 
the XS1-L draws upon the work of [1] and [2] to consider the 
energy cost of multiple threads executing in a hardware-threaded 
pipeline. 
In the XS1-L, the number of active threads has a significant 
impact on energy, as the pipeline utilisation varies by virtue of a 
4-stage round-robin schedule. The XS1-L architecture’s energy 
characteristics are analysed in detail in [5], in which energy 
modelling for the architecture is demonstrated that exibits an 
average error margin of 7%. 
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The capability for modelling Dynamic Voltage and Frequency 
Scaling (DVFS) is presented by approximating static and 
dynamic energy consumption, where the capacitances, C, and 
leakage current, I, are determined from hardware power 
measurements in various configurations of F and V. Eq. 1 
describes the energy consumed by a single instruction, which is 
affected by  the number of active threads, a scaling factor, S, 
which accounts for changes in the pipeline behaviour if the 
pipeline is not full,where 4<threadsN , and a constant overhead, O. 

At the network level, a similar approach is used, although the 
capacitances are associated with the characteristics of the 
interconnect, again measured directly to produce a generic 
approximation. The energy consumption is then governed by the 
utilisation of these interconnects and the switches between them 
– the number of symbols transmitted, N, giving Eq. 2. 

TCVNFIVE comcomcomleakcomcom )( 2+=  (2) 

The network and core models can be tied together through the 
simulation environment. The XS1-L implements network 
communication as resource-specific machine instructions, rather 
than memory mapped I/O that might be more common in other 
architectures. This makes identification of network 
communication relatively straightforward during Instruction Set 
Simulation (ISS) of a program. Despite this, the approach is still 
adaptable to other architectures and I/O paradigms, provided 
the memory map is known and sufficient data on the behaviour 
of the network can be collected. 
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III. SWALLOW MANY-CORE RESEARCH PLATFORM 

The Swallow research platform [6] is a 16-core network of XS1-
L processors. Each board of 16 cores can be connected together, 
allowing potentially thousands of cores to be networked with over 
100 cores demonstrated at present. 

                  
Fig. 1.  Swallow board (left) and network representation (right), a lattice structure, 
with two cores per each of the board’s eight chips. 
 

This real many-core implementation allows experimentation of 
highly-parallel algorithms at a scale not typically seen with 
embedded processors. 
The boards are designed to allow the I/O, system and core 
power supplies to be monitored, in order to gather empirical data 
on the energy consumption of various parts of the system.  
 

IV. MULTI-CORE COMMUNICATION EXPERIMENTS 
A series of tests are run using a 7-stage biquad filter program. 
The program applies filtering to a series of audio samples, 
communicating the result at each stage along to the next stage. A 
total of 7 threads are used, which can be located together on a 
single core, on unique cores, or some combination of the two. 
During the tests, 3.3V and 5V power is recorded. 1V power is 
estimated by subtracting the 5V system power from the 3.3V 
I/O power. 

  
Fig. 2.  Power, time and energy results for 7-stage biquad filter implemented on 7 
cores, 2 cores in opposide corners, 2 neighbouring cores and a single core. 

The results, shown in Fig. 2, expose several traits of both the 
system network and processor architecture. Firstly, a single core 
is capable of running the program. However, the 4-stage 
processor pipeline is shared between the 7 threads, nearly 
doubling runtime and producing sub-optimal energy 
consumption, despite the lower power consumption. Secondly, 
communication power is small compared to the processor core 
power; the cost of moving data is relatively low in this case. 
Further, in this particular test, the pipelined arrangement of the 
program has low synchronisation overhead, meaning the 
communication does not block. Thus, run time is barely affected 
by communication distance and core allocation. Finally, the 
location of utlilised cores, or allocating more than two cores 
increases power dissipation and therefore energy consumption. 
In a bad allocation strategy, more processor cores and network 

switches are utilised to run the program, with no increase in 
performance, yielding sub-optimal energy. 

In a scenario where a software engineer is developing an 
embedded application that uses a parallel algorithm such as the 
biquad example given here, in the majority of cases, the choice of 
core allocation will yield satisfactory performance, but without 
the availability of energy information from a model, or a system 
specifically instrumented to record power, the excess energy 
consumption may go unnoticed until late in the development 
cycle, or may not be correctly attributed. 

 

V. ONGOING WORK 
Current work focuses on integrating the data from 
communication experiments into a system level network model. 
This model is then evaluated, for a set of sample multi-core 
programs, against the real hardware. 
The intention is to provide a whole system simulated energy 
model that is accurate to within 10% of the real system, in line 
with the work presented in [5], and, most importantly, provides 
energy consumption data in such a way that ‘energy hotspots’, 
such as performance bottlenecks or poor process locality, can be 
identified. 
Frequency and voltage scaling can also be exploited, particularly 
in systems where threads do not all share the same performance 
requirements, or the array of processing resources are not 100% 
utilised. Modelling can be used to assist in finding opportunities 
to reduce energy consumption on underutilised cores, or identify 
network switches and links that should be sped up/slowed down 
in order to avoid starving processes or wasting energy. 
 

IX. CONCLUSIONS 
This paper has presented the impact of communication costs in a 
network of multi-core processors, for a sample application that 
can function in a variety of configurations, but with significant 
differences in energy consumption, often with only small 
changes in performance. 
A combination of network and ISA level modelling can be used 
to identify where energy consumption can be improved. 
The overall aim of the Thesis is to provide software engineers 
with new methods for determining the energy consumption of 
their multi-core programs for embedded systems, creating 
opportunities for design space exploration and optimization. 
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